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INTRODUCTION

The Semantic Web is a web of information designed to be easily processable
by machines on a global scale. The general idea is to create an efficient way to
represent data on the World Wide Web and build a global linked database.
The intent of this guide is to introduce the basic concepts of the Semantic
Web, as well as some examples of development environments and the
implementation of applications for manipulating data published on the Web.
It was written to help readers understand this new universe that is emerging
from the vast amount of data published daily on the Web, and to explain
how to describe this information so that both people and machines can
comprehend it. Readers with less technical knowledge can focus on sections 2
and 3, which give an overview and expound on the current state of the Web.
Subsequent sections go into more detail in terms of the proposed technical
infrastructure to describe published data.
Section 2 presents the concepts that define the World Wide Web,
showing how the Web has evolved since its invention, starting as a Web of
Documents, and then expanding in the direction of a universal platform to
run applications, until reaching its current extension as a Web of Data. This
section also introduces the concepts of semantics and metadata. The next
section discusses the ecosystem that encompasses data on the Web, where
the roles played by different types of participants in this environment are
presented, in addition to the data life cycle and the architecture underlying
this ecosystem.
In Section 4, the guide moves into a more technical description, presenting
the technologies and standards that define the Semantic Web, followed by
a section that presents the basis of the concept of Linked Data, with its
principles, classification scheme and some examples. Section 6 deals with an
essential aspect for achieving the goal that the meaning intended by the data
publisher is the same as the meaning understood by the data consumer: the
use of vocabularies that have well-defined semantics. This section addresses
some of the most-used reference vocabularies for the semantic definition of
data and definition of domain-specific ontologies.
Last comes the conclusion to the guide, followed by an appendix that gives
some examples of software currently used in development environments to
generate applications that manipulate Linked Data.
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The purpose of this guide is not to delve deeply into the technical side of the
subjects presented, but rather to introduce the reader to this new universe of
data. Those interested in further technical details have at their disposal a set of
more than 100 links to related specifications and documents. All the references
in this guide are available on the Web. Bon Voyage!
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Nowadays, for a large percentage of the world’s population, the World Wide
Web is as common as television. The Web is a place where people consult
information, make purchases, work, talk, establish relationships, and much
more. The Web is something everyday, obvious. Is there any need to explain
what the Web is to a 10-year-old born in a big city? For those born in the
21st century, the Web is the Web, just as light is light. Despite the enormous
changes wrought in people’s lives by use of the Web, it is still very recent, and
in constant and intense transformation. But what is the Web?

2.1 Web of Documents
In technical terms, it is a system that was invented in 1989 by Tim BernersLee and Robert Cailliau [1] in order to use the Internet for queries and
updating items of information (documents) organized in a hypertext structure.
Hypertext is a structured text, composed of an interlinked set of information
units (nodes) containing, for example, texts, images, videos, and others. The
architecture of this system was created based on the client-server concept,
where an application (a Web client) requests a document (a resource) from
another application (a Web server) by providing the identification of the
document.
This system is composed of three basic elements, defined according to
international standards:
• URL (Uniform Resource Locator) [2] is the identifier of documents,
or nodes, of the structure. For example, “http://pt.wikipedia.org/wiki/
World_Wide_Web” identifies the document that describes the Web on the
Wikipedia website in Portuguese.
• HTML (Hypertext Markup Language) [3] is the mark-up language for
describing documents. It was initially designed as a language to describe
scientific documents, but adaptations over time enabled its use to describe
different types of documents.
• HTTP (Hypertext Transfer Protocol) [4] is the communication protocol
for accessing documents. This protocol establishes communication rules
between two applications—a client and a server—that enable specific
content to be requested and the result to be returned, such as an HTML
page.
10
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The system works as follows: an application-client, such as a Web browser,
requests a document from the server, identifying this document through
a URL and noting that this document should preferably be described in
HTML. This URL also contains the identification of the server that will be
responsible for managing the document request. The communication between
the client and server is established via the HTTP protocol. Once a document
is requested by the browser, the server identified by the URL returns the
desired document in the form of a string formatted in HTML. Once the
document is received in HTML, the browser is responsible for interpreting
the HTML code and displaying the information on the screen. The original
idea behind this system was that, besides viewing the information contained
in a given document, users would also be able to change the information,
something similar to what occurs today on websites such as Wikipedia.
In addition to these three elements, another important element in this system
is the link that can be created between different documents, a hyperlink in
a hypertext. Links establish interconnections between different nodes of the
structure. A link can be included in the code of a page, using a specific HTML
tag (<a href=”url-do-link”>), where it is possible to specify a URL that points
to another document. As a result, we have a network, a web of interconnected
documents, a hypertext. The document, when viewed by people through a
browser, is called a web page. In short, every web document can be accessed
via a URL, and this document can be connected to other documents through
links: a set of documents connected by links. This is the Web of Documents.
The content of a page displayed by a browser can contain a variety of
information. We could have a page with information about different products
on sale in a certain store that sells appliances. This information is described in
such a way as to be understood by people. What is understood by machines on
a web page?
The browser, or other applications that run on the Internet, cannot identify
what is described in these pages in the same way that people are able to
understand it. The browser does not understand the meaning of the text
contained in the pages. What a browser is able to understand is the HMTL
semantics, which contain ways to indicate, for example, that a particular
phrase is a title, a specific HTML tag, such as the <h1> tag. Therefore, we
can say that a particular phrase, “Web of Documents”, is a title: “<h1> Web
of Documents</h1>”. What the browser can understand is the relationship
11
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between the text “Web of Documents” and the <h1> tag, and from there it
has a way to display this title in a given style. It makes no difference to the
browser what text is contained between the <h1> and </h1> tags. It does not
understand the text. It could be any text. The browser does not extract any
information from the text itself.

2.2 Programmable Web
The original web environment was basically composed of a universe of static
documents kept in archives on web servers, which were requested by browsers
to be displayed to users. Although a URL can simply point to a file, a web
server can do more than identify a file and send it back to the client. It can
run a program code and, from this computation, return content dynamically
generated by the program. In this case, the HTML page returned by the server
is the output of the program run according to the request identified by the
URL.
Each web server runs specific software to handle HTTP requests. Usually,
an HTTP server has a directory or folder, which is designated as a collection
of documents or files that can be sent in response to requests from browsers.
These files are identified according to the URLs connected to the requests.
Common Gateway Interface (CGI) is a standard method used to generate
dynamic content on web pages and applications. It provides an interface
between the web server and programs that generate dynamic web content.
These programs are usually written in a script language, but can be written in
any programming language.
The Web has evolved from a simple venue for displaying pages contained in
static documents to a place where different types of applications use browsers
as platforms for running programs. Nowadays, it is possible to shop, perform
banking procedures, send messages and partake of a multitude of other
applications, through the use of browsers. Various programming environments
have emerged to facilitate creating and running of these applications, such as
ASP, ASP.NET, JSPJava, PHP, Perl, Python, and Ruby on Rails.
Applications are generally structured in logical blocks called tiers, where each
tier is assigned a role. The most common structure in web applications is based
on three tiers: presentation, business logic and storage. A web browser is the
12
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first tier (presentation). An engine using some kind of dynamic web content
technology (like JSPJava or Python) is the middle tier (business logic). A
database is the third tier (storage). The browser sends requests to the middle
tier, which runs services making queries and updates in the database, and then
generates a response in the form of a user interface.
The spread of web applications created the need for communication between
applications in order to enable the exchange of data and services, which
gave rise to the idea of web services and web APIs, as implementations
of the concept of software components in the web environment. Web
services provide a standard format for interoperation between different
software applications. Web service is a software system designed to support
interoperable machine-to-machine interaction over a network. It has an
interface described in a machine-processable format (WSDL). Other systems
interact with the web service using messages described in its interface, through
a specific protocol (SOAP). Web APIs have a less restrictive definition in
relation to the formatting of data in the communication between applications,
and use another communication protocol (REST).
The general idea behind t hese two technologies is to enable applications
to provide services to be consumed by other applications, which results
in another layer within the web environment. In this layer, data traffic is
being exchanged by applications, which can be manipulated, combined and
transformed, depending on the tasks offered by each web application, and
then presented to users.
In order to illustrate the idea of c omponents, let us consider, for example,
a store that sells over the Internet and needs to give users the shipping costs
for their products. In general, shipping is done by an outsourced company.
So that the online store can provide this cost, the application of the website
can obtain this data through a service (web service or web API) provided by
the company that will do the shipping and display the cost in the interface
presented to users. This data traffic between the application of the online
store and the web service provided by the shipping company is invisible to the
buyers of the products. The buyers only notice the communication between
themselves and the online store.
One problem that arises in this web component architecture is that the
meaning and format of the data does not adhere to any standard, and are
specified for the services in the way they deem most convenient. Thus, an
13
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application that seeks to combine data from different components needs to
know each of the definitions, and if it wants to integrate this data somehow,
it must know how to interpret the various definitions, in order to identify the
similarities and differences between the different data returned by the multiple
components. For each new service wanting to be used, its semantics and
how they are described need to be understood. The semantic interoperability
of different services and their data have to be performed manually. The
website of the The New York Times provides a set of over 10 different APIs
[5] to access its data, each with its own specification and data format. The
ProgrammableWeb [6] website contains a catalog with thousands of highly
varied and heterogeneous applications available, clearly illustrating the
diversity in the world of the programmable web.

2.3 Web of Data
Web pages displayed by a browser contain a set of information that is
consumed by individuals. They include texts, photos, videos, etc., arranged
on a page, so that a person can extract meaning from this information.
This information generally groups together a set of data that has a certain
interrelationship and where, for some reason, it makes sense to present them
on a single page or document. According to the request from a URL, the web
server identifies which data will be returned to the browser.
In a presentation by Tim Berners-Lee [7] “Open, Linked Data for a Global
Community,” he uses a bag of chips as an example of the diversity of
information that the package of a product provides: nutrition facts, chemical
composition, quality seals, bar code identification, ways to contact the
manufacturer, etc. This information is described using specific vocabularies
that require prior knowledge to be understood. For example, you need to
know how to read a nutrition facts label, understand that the label refers to a
specific portion and that percentages are listed in relation to the recommended
daily needs for human consumption. The package contains different data
grouped into a single document. In fact, there may be a lot more information
that could be provided about the product, but based on various criteria, such
as available space or the degree of importance of the information, the decision
was made to only list certain information. There is often a web address printed
on the package to indicate where further information can be obtained.

14
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Taking an example from the web: On a page for a store, a variety of
information can be displayed, such as the store’s address and a customer service
phone number. All this data is displayed in a single document that is presented
to users, presenting text and graphic features (color, size, and type of font, etc.)
in a spatial arrangement within the page in order to communicate information
to users. It is a communication process. A process that understands that the
receivers of this message are human beings. As we saw earlier, the initial model
of the Web understands this network as a set of interconnected documents in a
hypertext structure. When a request is sent to a web server, it identifies which
set of data will be grouped on a given page. Direct individual access to the data
is not permitted.
And if instead of considering these documents as separate blocks of data,
we were to think of a web that could enable individual access to all the data
grouped in these pages, then in addition to the Web of Documents, we
would have access to a Web of Data, where each of the nodes of the Web was
no longer necessarily a document, but could be specific data or a particular
resource. This would give us access to a finer layer of granularity of the Web,
and different developers would be able to create applications that group
this data in different ways. In the example of the bag of chips, a particular
application would be able to list another set of data related to the product,
according to a specific criterion deemed more useful from another perspective,
for example, as food for people with hypertension.
Search engines are one of the most popular applications of the Web. Google
has become one of the largest companies on the planet because of the need to
connect published data with potential consumers of such data, serving as an
intermediary in the communication process. To provide this service, web pages
are scanned and analyzed by robots so that Google can assemble a database
that is able to respond as precisely as possible to search requests. Search
engines have a limited understanding of what is being discussed on these web
pages. Since each page contains different data, it is necessary to use algorithms
to extract this data from information formatted for human beings. How do
you identify all this data without a specific indication that can be understood
by machines? How do you format information that might be useful so that
machines will understand the meaning of information contained on a web
page? How do you create new ways to distribute such data?
The following sections explain the concepts of semantics and metadata that
15
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are used to achieve the idea of a Web of Data understood by both humans and
machines.

2.4 Semantics
In this guide, we want to shed light on the idea of adding the definition of
a semantic layer to the initial model of the Web of Documents. As we saw
earlier, the initial idea of the Web was to serve as a way to navigate among
documents arranged in a hypertext structure. These documents are displayed
to users by applications that interpret HTML language. The content of the
pages is seen by the machines in a purely syntactic form. The information itself
is interpreted by the people who view the pages. What are the semantics of the
information displayed? What is the meaning of this information?
In linguistics, semantics is the study of meaning used to understand human
expression through language. We are able to understand the meaning of this
sentence by understanding the meaning of each word and the relationship
between these words within the sentence. We also understand punctuation
marks, such as commas, periods, etc. and their function in the text. In
addition, we can understand images and color-coding and a variety of coded
signs in different ways. A piece of information can, for example, be displayed
in large red letters to indicate the need to pay attention to that text. It all
depends on various factors, including the culture of people receiving the
information. Red, for example, has a different meaning in Asian cultures.
Communication models are conceptual models used to explain the process of
human communication (Figure 2.1). The first major communication model
was designed in 1949 by Claude Shannon and Warren Weaver from Bell
Laboratories. Communication is the process of transferring information from
one party (transmitter) to another (recipient). Shannon and Weaver’s original
model consisted of three main parts: transmitter, channel, and receiver. In
a simple model, information (e.g., a message in natural language) is sent in
some form (such as spoken language) from a transmitter/sender/encoder
to a receiver/recipient/decoder through a channel. This concept of regular
communication sees communication as a means of sending and receiving
information.

16

WWW AND SEMANTICS

Figura 2.1 – Comunicação entre pessoas
http://en.wikipedia.org/wiki/File:Communication_shannon-weaver2.svg

Figures 2.2 and 2.3 illustrate how a piece of information embedded within the
mental model of a person is encoded, to then be transmitted via a channel and
then decoded and mapped to the mental model of another person.
In this guide we are introducing semantics for machines that access
information. How can a machine interpret the contents of a web page? How
can information be encoded to ensure correct mapping between intended
meaning and understood meaning?

1

3

Codificando

Árvore

Decodificando

Árvore

Enviando

2
Figura 2.2 – Modelo mental
http://en.wikipedia.org/wiki/User:Yupi666
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Canal

Transmissor

Receptor

significado
pretendido

codificação
da mensagem

significado
entendido

significado
transmitido

envio da
mensagem

significado
recebido

decodificação
da mensagem

Figura 2.3 – A transmissão do significado

Let us take the sample of price comparison websites. As soon as online stores
emerged on the Web, offering products on their pages with information that
included product descriptions, images, prices, etc., the idea arose of building
websites that could provide users with price comparisons of the same product
offered in different online stores. Price comparison websites can be considered
the first examples of the Semantic Web, but the first systems developed
in these websites used specific software (scrapers) to extract structured
information about the products from web pages. The information was
extracted through the identification of syntactic patterns within the HTML
pages.
HTML is a text markup language that basically defines the structure of a
text, and another language (CSS) defines text style. The browser combines
the structure and style and displays the information to people. In order
for a scraper to understand the meaning of a text, it is necessary to find
patterns that somehow indicate a meaning. Here’s an example of a Brazilian
shopping website, where a <type-price> pattern can be identified: a string in
the form “xxx, xx” next to the characters “R$.” In HTML language there is
no tag that explicitly indicates that this string is a price. Human beings can
easily recognize that this information is a price. A little more sophisticated
example contains the following text: “Google Chromecast HDMI Streaming:
R$249.00 for R$192.72,” next to an image. We can write a code that looks
for the word “for,” next to numbers that can be identified in the <typeprice> pattern and understand that it is the sales price of a product. A <typepromotion> pattern is thus defined. And so on. It is easy to note that changes
in the arrangement and grouping of information may require reprogramming
the scraper. Building a scraper requires extensive programming and it is a very
unstable system, since reprogramming may be needed every time an online
18
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store changes the structure of its information.
As we saw in Section 2.3 (Web of Data), the idea is to be able to identify, in
an individual and machine-readable way, each piece of data grouped on web
pages. For this purpose, we need to put extra information about the data into
the HTML code, and this information will be consumed by machines. This
information about data is called metadata.

2.5 Metadata
Metadata is data about data. It provides additional information about data
to help application developers and end users better understand the meaning
of the published data and its content and structure. Metadata is also used to
provide information on other issues related to the dataset, such as the license,
the company/organization that generated the data, data quality, provenance,
how to access, update frequency of the set of information, etc. The purpose of
metadata is to assist in the communication process between data publishers
and consumers, so that the latter can understand all the issues related to the
use of such data.
Metadata can be used to help with tasks, such as discovery and reuse of
datasets, and can be attributed according to different granularities, ranging
from a single property of a resource (a column of a table) to a complete dataset
or all the datasets of a particular company/organization. A simple example
involving the ordinary use of metadata is the names of the columns of a table
placed in the first line of a file in CSV format. The function of this metadata is
to enable a reader of the data from this CSV file to understand the meaning of
each field, the data and each line.
Up to the present, the Web has developed more rapidly as a means of
transmitting documents to people, rather than data and information that can
be processed automatically. Metadata needs to be available in readable forms
for both humans and machines. It is important to provide both forms of
metadata, in order to reach humans and applications. In the case of machinereadable metadata, the use of reference vocabularies should be encouraged, as a
way to strengthen a common semantics.
In the example of the CSV table, it is possible to see that difficulties may
occur when a common reference vocabulary to describe metadata is not used.
19
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Each organization and person might use a different term for the name of the
columns in a table, which can be understood within a particular company, but
may have an ambiguous meaning for different people in different companies,
and often within the same company. Some of the most popular reference
vocabularies are presented in Section 6. For example, provenance of data could
be described using PROV-O, a W3C recommendation which provides a set of
classes, properties and restrictions that can be used to represent and exchange
provenance information generated in different systems and in different
contexts.
Metadata can be of different types. These types can be classified into different
taxonomies, grouped by different criteria. For example, a specific taxonomy
could define metadata according to descriptive, structural and administrative
characteristics. Descriptive metadata serves to identify a dataset, structural
metadata is used to understand the format in which the dataset is distributed,
and administrative metadata supplies information about the version and
update frequency, etc. Another taxonomy might define other types of
metadata with a schema based on the tasks for which the metadata is used,
such as discovery and reuse of data.
Metadata can be embedded in web pages, merged (within the HTML code)
with the information to be displayed to users. This way, part of the HTML
code is for human consumption and the other part for machine consumption.
Section 4.5 introduces technologies used to embed metadata in web pages.
In addition, metadata can be stored in catalogs that keep information
about data published on the Web. Metadata can also be consumed through
implementations that use technologies related to the Semantic Web and
Linked Data presented in sections 4 and 5.
One of the first ways metadata was included on a web page was through
the HTML tag. This tag has two attributes that enable a name and content
to be defined. One of the first uses of the <meta> tag was as a form of
communication between web page publishers and search engine robots that
scan those pages. These robots read the pages in order to generate an index
that will serve as a basis for responses to search requests from users. One of the
various kinds of information that the <meta> tag can communicate to robots
is whether a page should or should not be included in search engine indexes.
This allows a publisher to inform robots that it does not want to appear in
search results:
20
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<meta name="robots" content="noindex" />

The <meta> tag was also intensively used to provide search engines with a way
to index pages according to a set of keywords defined by the publisher. For
example:

<meta name="keywords" content="guia, web semântica" />

As humans who understand the English language, we can infer that there
is a set of keywords associated with the page where this tag was included.
However, the semantics of the <meta> tag do not define any specific
interpretation for the attributes “name” and “content.” This information is
interpreted by applications that read pages according to semantics that have
been established through use. In the case of the example, a <meta> tag with
“name =”keywords”’ is interpreted by search engine robots as indicating
that the “content” field will have a list of keywords that will be associated
with the page content. For such conventions, like “keywords” meaning a
set of keywords, it is necessary to use reference vocabularies whose meaning
is understood by the publisher, so that the meaning understood by the
application that consumes the page will be the same as the intended meaning.
This way of including metadata has very limited expressiveness and has been
extended through the creation of standards to define metadata and by a set of
reference vocabularies, which will be described in the following sections of this
guide.
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DATA ECOSYSTEM ON THE WEB

3.1 Actors and Roles
The Web of Documents is basically used by two users: publishers and
consumers. The first browser created by Tim Berners-Lee not only enabled
access to a document by specifying a URL, but also allowed users to edit and
record information, along the lines of Wikipedia. Thus, the same person,
the same actor in this ecosystem, could play two roles: data consumer and
publisher. However, as a general rule, these two roles are played by different
groups of people: one set of people whose job is to publish documents and
another set of people interested in consuming these documents. These two
roles, in turn, can be divided into more specific sets of roles.
To illustrate the diversity of roles in a data publishing environment, we will
use an analogy between the Web and the world of books. In the latter, there
are two basic roles: writers and readers. In order for a reader to have access to a
text created by a writer, the writer needs to publish the book. This gives rise to
a number of new roles, all grouped under one major role, which we shall call
publishers. Besides the actual writer, there are people responsible for ensuring
that a text created by a person can be printed and distributed in order to
reach readers. People are also needed to handle the publication infrastructure,
promotion, and distribution, as well as designers to decide on the cover, type
of paper, font and publishing formats, etc. Only then can the book arrive
in bookstores to be sold to readers, the consumers of the books. It is easy to
see that there are various actors who have various skills playing various roles
throughout this process. In terms of readers or consumers, there are also two
types of readers: those interested only in consuming the book’s information
and those who could also be publishers. The latter would be interested in
generating a new publication based on the information consumed in the book.
In the world of the Web, these two large groups also exist: data publishers
and consumers. As for publishers, we can list various actors with various
roles related to the publication of information, often defined by rules or
procedures that are beyond the scope of the functions of the actual creator
or publisher of the data. This set of roles can involve various actors within a
company or a government agency, where different sectors may be responsible
for defining various types of information and processes, such as: defining
licenses; creating rules to define the format of the URIs (a broader concept
than URL); choosing data formats and platforms for information distribution;
determining the required set of metadata and documents; defining strategies
to ensure data continuation, preservation and archiving, etc..
23
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In terms of data consumers, we can identify people interested in direct
consumption of the data (end users) and people interested in transforming
the data and adding value to it in order to publish another dataset. This
second group of people comprises developers of intermediate applications
between users and this new dataset. End users often manually add different
datasets to achieve another desired result, in a task not performed by any
specific application. The combination of data is infinite, and depending on
the demand for a specific type of combination, it may be useful to develop a
particular application that can automate this process and facilitate the work of
end users.
The next section – the life cycle of data on the Web – will address the various
roles and competencies needed to execute the tasks related to data publishing.

3.2 Life cycle
The data life cycle is the process of managing information, extending from the
selection stage until it is archived. This process involves the participation of
various professionals with specific skills related to each of the stages. As we saw
in the previous section, there are various specialized roles within the group of
data publishers and consumers.
There are different models that seek to encompass all the stages of the life
cycle and the relationships between them. Some of the stages taken from these
models are shown below.
• Planning: The initial stage, where publishing the data is planned, which
includes selection of the data to be published, establishing the teams
and bodies that will participate in the process, collection options and
publication platforms.
• Structuring: The stage where the structure of the data to be distributed is
defined; in the case of tables, that would be which fields will be displayed
and the characteristics of those fields. In the case of the Semantic Web
and Linked Data, that also includes ontologies that will be used for the
instances of the data (Section 5). In this stage, a new ontology will also be
defined, if necessary.
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• Creation and Collection: The stage of acquiring the data, which includes
data to be created as well as existing data obtained from spreadsheets,
databases, APIs, web services, etc.
• Refinement and Enrichment (Transformation and Integration): The
stage where the data is worked on to improve its quality by filtering out
possible inaccuracies, adding or removing information and making any
links with data from other bases.
• Formatting: The stage where the data to be published is formatted
according to the platform chosen for publication.
• Description (Metadata, Documentation): The stage for defining,
creating and collecting the metadata and documents that need to be added
to the data, in order to facilitate understanding of the information.
• Publication: The stage in which the data is actually posted on the Web,
on the platform chosen for publication.
• Consumption: The stage where data is consumed by end users or
application developers.
• Feedback: The stage where information related to use of the data is
collected, which can come from things like data consumers or distribution
platforms.
• Archiving: The stage where the data is removed from the Web.

3.3 Architecture
In the early stages of the Web, the basic task requested of a web server was
to obtain a static page (identified in the string of the URL) that was stored
in an archive and coded in HTML. As the development of applications in
the Programmable Web expanded, this URL started being used to solicit the
execution of other types of tasks, such as requests for information on the prices
of a product in various online stores. This information is built dynamically
by running the application on the web server, which can compile data on
the prices of the product through the various means of collecting data listed
above. In another example, the task requested could be the transfer of a sum
of money from one bank account to another. In this case, the requested task
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would not be to obtain data from a page; instead, its return would indicate
whether the transfer of funds was successful.
The web operating system is based on the client-server model, where one
application asks another application to perform a task. Server-side access to
data is always mediated by an application. Even the request for a static HTML
page in a server is displayed by a server-side application that responds to the
request made by the client-side application. Therefore, any data consumed by
a client-side application, such as a browser, has an intermediate application
that has access to the data and returns it to the requester.
Among the many advances and technologies that have been added to the web
operating system, three are worth noting in the history of data manipulation:
JavaScript, XMLHttpRequest and Ajax. As already mentioned, at the
beginning of the Web, all the data contained on a page displayed by a browser
was returned in HTML code, resulting from the processing performed by
the web server after receiving a request from a URL. No programming was
performed client-side by the browser except interpretation of the HTML code
to display the page to the user. Once a page had been loaded and displayed,
any data processing that was needed had to be done by the server, through
a new request. For example, an error in a form field was only detected
after sending the data to the server and the return of a new full page, often
practically the same as the previous page, except for an additional message
noting the errors detected.
New page requests caused a time delay due to the need to use the network
for a new communication and data transfer. Once code could be executed
client-side by means of a language originally called LiveScript, then renamed
JavaScript, this enabled a number of manipulations to be resolved without
needing a request to the server. Once code could be processed client-side,
procedures such as form field consistency started being executed without
the need for new requests. As new HTML code specifications became more
sophisticated, page design also underwent a change, with richer presentation,
based on the idea of dynamic pages in HTML (DHTML), where the
JavaScript code embedded in web pages began to manipulate the structure of
the data presented.
Even so, the programming executed client-side could only manipulate
data returned by the server after a request from a URL. If more data was
needed, it was necessary to request another web page, since the JavaScript
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code executed inside a page could not communicate with the outside world.
XMLHttpRequest overcame this limitation by allowing JavaScript code
contained in the web pages of a browser to access more data from the server
when necessary.
Google quickly realized the potential of these new technologies, and
applications like Gmail and Google Maps took advantage of them to build
richer user interfaces similar to an application – a web application rather than
a web page. With Gmail, the application is continuously checking with the
server for new e-mails. If there are any, the page is updated without needing to
load a new page. Similarly, Google Maps allows a person to inspect a map, and
only the necessary parts are requested from the server.
This new technique was called Ajax (Asynchronous Javascript And XML)
(Figure 3.1) in article by Jesse James Garrett 8], and the term was immediately
adopted. The technique started being used extensively and several JavaScript
toolkits emerged that made its use even easier and more intuitive.
This model for building an application through combining data can be viewed
as an application that requests data through specification of URLs where the
return is no longer an HTML code, but a dataset that will be manipulated by
the application and appropriately presented to the user, depending on the task
requested by the user. This model can be replicated for building applications
within the environment of data published on the Web, including data
published according to the concepts of the Semantic Web.
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browser client
user interface

browser client

JavaScript call

Ajax engine

user interface

HTTP request

HTML+CSS data

HTTP request

http(s) transport

http(s) transport
XML data

HTML+CSS data

web server

web and/or
XML server

datastores, backend
processing, legacy systems

datastores, backend
processing, legacy systems

server-side systems

server-side systems

classic
web application model

Ajax
web application model

Jesse James Garett / http://www.adaptivepath.com

Figura 3.1 – Modelo de aplicações utilizando Ajax
Jesse James Garett / http://www.adaptivepath.com/ideas/ajax-new-approach-web-applications/

The Web can be seen as a set of data layers and application layers run on the
basis of requests identified by URLs. A request to a server can be considered a
request to perform a task, where a URL is passed along as input information
to be interpreted for execution of this task and return of the results. The
data resulting from a request is always displayed by an application that can
manipulate data from files, databases, data extracted from web pages, or
data resulting from web service calls or web API calls. In the simplest case,
which gave rise to the Web, the server-side application is only a server for
pages stored in a directory structure. In a more dynamic configuration, this
application can execute a code that accesses data in a database and returns
it formatted in HTML. In a more sophisticated setting, this application can
behave as a client for other applications, and return data resulting from specific
manipulation of the data, obtained from requests made to other applications
(web services and web APIs).
From the perspective of machines, the Web of Data can be viewed as a
data layer consumed by an application layer. The data generated by these
applications, in turn, can be used as data sources for other applications. We
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will then have a new data layer (generated by applications) to be consumed
by a new application layer. And so on. So, we have a universe of data and
application layers that can infinitely build new layers, with each application
providing a specific set of tasks. Interpretations of the data and its possible
meanings are the responsibility of the applications, resulting from the
relationships they make through consumption of the universe of data
organized in various layers.
From the perspective of people, applications must provide interfaces where the
data resulting from the requested tasks is presented in a way that makes it easy
to understand, which is the job of interface designers. For example, in the case
of large datasets, features such as visual presentation of graphs and tables in
various formats may facilitate such understanding. It is not within the scope
of this guide to explore the various ways that data can be displayed in user
interfaces.
Thus, we have an architecture where data is published in various ways and
there is a set of applications that provide a set of tasks and manipulate this
dataset in order to generate their results. The distribution of this data is
heterogeneous and enables access to data contained in web pages, downloads
of files stored in directory structures on servers, and data returned by web
services and web APIs. There is no standardization in relation to the structure
and semantics of the data distributed. These issues are resolved by the
applications themselves. The understanding of the structure and semantics of
the data is embedded in the applications.
The idea of the Semantic Web is to define a standard model for representing
data, combined with a set of commonly used vocabularies, that enables the
semantics of the data to be appended to the data, in order to build a more
homogeneous environment in the data layers and to facilitate the work of
application developers.
As we will see in the next section, the Semantic Web (Linked Data) adds two
new forms of data distribution to this architecture:
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• Resource Dereferencing: Data, resources represented in the Semantic
Web data model, is requested directly through a URI (Section 4.1.2).
• SPARQL endpoint: An access protocol and query language that enables
a set of resources to be requested through specification of a query against a
database.
Currently, the intrinsic nature of the web environment is to have a
heterogeneous structure in relation to data publishing and distribution. The
most important aspect with regard to open data is that data be published,
even in proprietary formats and even if more work is required on the part of
developers and data consumers. What the creators of the Semantic Web desire
is that these various forms converge over time in order to build a Web of Data,
a worldwide database of linked information. On top of this Web of Data,
applications will be able to build their set of tasks to meet the demands of
users. Section 5.2 presents five stages in this path toward open data.
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In 2001, Tim Berners-Lee, James Hendler, and Ora Lassila published an article
[9] in Scientific American where they launched the basis of the Semantic Web.
In the previous sections of this guide we saw how the Web of Documents
evolved into a Programmable Web, and the growing supply of applications
that execute tasks that manipulate data published in many different forms in
this data ecosystem on the Web. The idea of adding semantics to this data is
to facilitate the understanding and interoperability of the data in this universe
of heterogeneous information, published in many different formats and with
different access protocols.
The basic blocks that define the Semantic Web are:
• a standard data model;
• a set of reference vocabularies;
• a standard query protocol.
The Semantic Web seeks to facilitate the communication process between
different ecosystem participants, in order to create a common mental model
that minimizes the possibility of ambiguity and thereby facilitates the work
necessary to developing applications that manipulate different data sources.
The intent of the following sections is to present an overview of the various
technologies used in the Semantic Web environment, along with their
characteristics in terms of concepts and the role each plays in the ecosystem
of data published on the Web. It is not the goal of these sections to outline in
detail each of these technologies, which are formally described in well-defined
specifications and a number of resources (referenced with links in this guide).

4.1 RDF
The Web, originally designed for human consumption, provides a simple and
universal infrastructure for exchanging various types of information. However,
it is very difficult for applications to process data displayed in documents
without specific information being added, encoded in an appropriate format.
The solution is to use metadata to describe the data published on the Web,
which helps locate and process information, providing descriptions about the
structure, content and other related information (license, intellectual property
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rights, provenance, etc.). For this, it is necessary to have a database to process
metadata, to enable the interoperability of these descriptions between different
applications, supported by standards related to the syntax and semantics of the
metadata, plus a set of common vocabularies and forms of standardized access.

4.1.1. Data Model
A Resources Description Framework (RDF) [10] is a framework for
representing information on the Web. RDF allows assertions to be made
about resources. A resource can be anything, whether concrete or abstract. A
particular company, person, or web page are considered resources. Feelings and
colors are also resources.
The format of the assertions is simple. An RDF assertion consists of three
elements (a triple), with the following structure: <subject> <predicate>
<object>. An RDF assertion expresses a relationship between two resources.
The subject and object represent the two resources being related; the predicate
represents the nature of this relationship, which is formulated in a directional
way (from subject to object) and in RDF is called a property. An object can
also be literal, defining a property of a resource.
To illustrate the idea of defining data by means of a set of triples, we will use a
known data model: the relational model and its set of related tables [11]. Let
us imagine a table that contains information about books (Figure 4.1). Each
line of the table has information about a particular book (Figure 4.2). Each of
these books is a resource. Each column of the table defines a property related
to the book (Figure 4.3). Each cell of the table defines a triple (Figure 4.4).
The table contains information about the resources of the book type:

isbn

título

autor

editora_id

páginas

9788535912388

Gabriela, Cravo e
Canela

Jorge Amado

1243

424

...

...

...

...

...

9788501067340

Vidas Secas

Graciliano Ramos

3244

176

...

...

...

...

...

9788535921199

Antologia Poética

Carlos Drummond
de Andrade

1243

344

Figura 4.1 – Informações sobre livros
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The lines represent the resources:

isbn

título

autor

editora_id

páginas

9788535912388

Gabriela, Cravo e
Canela

Jorge Amado

1243

424

...

...

...

...

...

9788501067340

Vidas Secas

Graciliano Ramos

3244

176

...

...

...

...

...

9788535921199

Antologia Poética

Carlos Drummond
de Andrade

1243

344

Figura 4.2 – Informações sobre um recurso

The columns represent the properties of the resources:

isbn

título

autor

editora_id

páginas

9788535912388

Gabriela, Cravo e
Canela

Jorge Amado

1243

424

...

...

...

...

...

9788501067340

Vidas Secas

Graciliano Ramos

3244

176

...

...

...

...

...

Antologia Poética

Carlos Drummond
de Andrade

1243

344

9788535921199

Figura 4.3 – Propriedades dos recursos

Each cell of the table defines a property (column) of the resources (line):

isbn

título

autor

editora_id

páginas

9788535912388

Gabriela, Cravo e
Canela

Jorge Amado

1243

424

...

...

...

...

...

9788501067340

Vidas Secas

Graciliano Ramos

3244

176

...

...

...

...

...

9788535921199

Antologia Poética

Carlos Drummond
de Andrade

1243

344

Figura 4.4 – Tripla de um recurso
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A triple can be represented as a kind of directed graph (an RDF graph), from
the subject to the object:

título
livro

Gabriela, Cravo e Canela

Figura 4.5 – Grafo RDF da tripla de um livro

In general terms, there is:
propriedade
sujeito

valor

Figura 4.6 – Grafo RDF genérico de uma tripla

Figure 4.8 presents an RDF graph of the triples corresponding to three
properties of the same resource from the table in Figure 4.7:

isbn

título

autor

editora_id

páginas

9788535912388

Gabriela, Cravo e
Canela

Jorge Amado

1243

424

...

...

...

...

...

9788501067340

Vidas Secas

Graciliano Ramos

3244

176

...

...

...

...

...

Antologia Poética

Carlos Drummond
de Andrade

1243

344

9788535921199

Figura 4.7 – Triplas de um recurso

lo
títu

livro

isbn
aut
or

Gabriela, Cravo e Canela

9788535912388

Jorge Amado

Figura 4.8 – Grafo RDF com três triplas de um mesmo recurso
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In the case of the triples above, they all have a literal value. However, a
resource can also establish a relationship with another resource, which in a
scheme of relational tables would be represented by another table, and the use
of foreign keys. In our example, we could have a table of publishing houses
(publishers) (Figure 4.9).

id

nomes

...

...

1243

Companhia das Letras

...

...

3244

Grupo Editorial Record

...

...

Figura 4.9 – Informações sobre editoras (publicadores)

Figure 4.10 represents the RDF graph considering the relation of a book with
his publisher.

lo
títu

isbn
aut
or

livro

tem_publicador

publicador

Gabriela, Cravo e Canela

9788535912388

Jorge Amado

nome

Companhia das Letras

Figura 4.10 – Grafo RDF relacionando recursos

Figure 4.11 presents an RDF graph based on two books from the same
publisher.
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lo
títu

isbn
auto
r

livro

tem_publicador

tem_publicador

livro

9788535912388

Jorge Amado

nome

publicador

Gabriela, Cravo e Canela

lo
títu

isbn
auto
r

Companhia das Letras

Antologia Poética

9788535921199
Carlos Drummond
de Andrade

Figura 4.11 – Grafo RDF de vários recursos

4.1.2.URIs
To complete this data model, we need a way to identify each resource and
each of the properties in a unique and universal way, in order to achieve
a global, not just particular, semantics, something that can be understood
not only within a specific company or organization, but in all companies
or organizations. The creator of a table within a given organization assigns
names to properties in a particular way, such as the “title” property. It could
have been defined as “title,” “name,” “name of the work,” “ttl,” etc. In theory,
each organization will understand the meaning of the property via an internal
document of the company, naming the standards or culture of use within
the company. However, we know that this often fails to occur, and there
may be ambiguity regarding its meaning. Likewise, if we consider each of
the resources, they are often identified through identifiers that are unique –
primary keys – but their scope is limited to the table in which they are inserted
and the database where they are stored. The same ID, for example, “1243,” can
be used to identify a publisher in a table and a bookstore in another. They are
not unique identifiers in universal terms. They are individual identifiers within
the tables of a particular database. And even when they are unique in different
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tables of an organization, they have to be unique in relation to any resource
defined by any other entity, and not only within a particular company.
In RDF, the way to identify resources and properties in a unique and universal
manner is through the use of URIs, more specifically, HTTP URIs [12]. URIs
are more comprehensive than URLs, since they are not necessarily linked to
the location of the resource. They have the same format as URLs, but are used
to identify things, whereas URLs identify an address for retrieving information
or a document. A person, for example, can be identified by a URI (Figure
4.12).

URIs como nomes para os nós
http://example.org/nome
http://example.org/pessoa/25

Jorge Amado

URIs como nomes para as relações
Figura 4.12 – Uso de URIs

To obtain better-known semantics of properties, we can use reference
vocabularies to define properties of specific domains. We will look at some
of these vocabularies in Section 6. For example, there is the property “name,”
which is usually defined using a property from FOAF vocabulary [13], used
for defining properties about people. The URI “http://xmlns.com/foaf/0.1/
name” identifies the property “name” (Figure 4.13).

http://xmlns.com/foaf/0.1/name
http://example.org/pessoa/25

Jorge Amado

Figura 4.13 – Exemplo de uso de foaf:name

A very important issue when publishing data is related to the resource
identification scheme, the URI scheme. This is an ongoing discussion in the
world of researchers and data publishers on the Semantic Web. There are a
variety of articles offering guidance about appropriate schemes for defining
URIs. Some argue that the identification of a URI should be completely
opaque, meaning there should be no information in the URI that could be
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interpreted in relation to the resource it identifies, something like a numeric
primary key of a relational table. The person example in Figure 4.7 illustrates
this idea to a certain extent. Others argue that certain schemes should be able
to specify some information in the URIs so that users can deduce another
related URI without having to resort to some other kind of search. For
example, a URI with information about the federal budget may contain in its
formation the year related to the information being sought: http://orcamento.
dados.gov.br/doc/2013/ItemDespesa. If the user wants information about
another year, it would simply be a matter of changing the year in the URI.
When defining the URI naming scheme, it is important to ensure that it
is persistent or, at least, will last as long as possible. And if a URI becomes
obsolete, a way should be provided to inform users of that fact and explain
how to retrieve this information, which at times is available in some other
location identified by another URI. There are many schemas that seek to
ensure the persistence of URIs, such as the DOI System [14] and PersId
Initiative [15].
This topic is quite extensive and it is not within the scope of this guide to
address it more fully. For those desiring further information, the following
articles, among others, provide important data for making decisions about the
URI definition scheme: “Cool URIs for the Semantic Web” [16], “Cool URIs
don’t change” [17].

4.1.3. Serializations
RDF is an abstract data model and can be represented in any manner provided
the representation complies with its abstract properties. There are various
syntactic representations for the RDF model, some of which are more suitable
for machine processing, and others more readable for people.
The most used notations include RDF/XML [18], Turtle [19], N-Triples
[20] and JSON-LD [21]. The first notation to be used was RDF/XML,
standardized by W3C. Its initial advantage was that its programming
languages provided greater support to XML. XML namespaces can also
be used to avoid the use of full URIs, which shortens the length of URIs.
However, it is quite difficult for humans to read coding in RDF/XML.
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In this section, in order to illustrate serializations, an overview will be given
of Turtle notation (Terse RDF Triple Language), which is easier for people to
read. Once grasped, it is possible to understand the idea of serialization. The
details of the syntax of each of the notations are described in the references
for each of the specifications. To understand other notations only requires
understanding the specific syntax of each, since the abstract concepts of all of
them are the same: the concepts of the RDF data model. There will also be an
overview of JSON-LD, which has received wide acceptance in the software
developer community.
In the Turtle example, the RDF graph from Figure 4.8 will be used. In
addition to the FOAF vocabulary, mentioned earlier, we will use three
properties from Dublin Core vocabulary [22] to describe the ISBN
(International Standard Book Number) and the creator of the work, and to
connect the work to the publisher.
Turtle syntax is made up of sentences with the three elements that define an
RDF assertion. These sentences end with a punctuation mark “.” Figure 4.14
presents the four triples of the novel Gabriela, Cravo e Canela represented in
Turtle.

<http://example.org/#gabriela-cravo-canela>
<http://purl.org/dc/elements/1.1/identifier>
"9788535912388" .
<http://example.org/#gabriela-cravo-canela>
<http://xmlns.com/foaf/0.1/name>
"Gabriela, Cravo e Canela" .
<http://example.org/#gabriela-cravo-canela>
<http://purl.org/dc/elements/1.1/creator>
"Jorge Amado" .

Figura 4.14 – Triplas em Turtle da obra “Gabriela, Cravo e Canela”

To shorten the length of the description in Turtle, it is possible to group
together definitions of multiple properties of the same resource, inform the
URI once of the resource, and use a “;” sign between the different property
definitions. (Figure 4.15).
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<http://example.org/#gabriela-cravo-canela>
<http://purl.org/dc/elements/1.1/identifier>
"9788535912388" ;
<http://xmlns.com/foaf/0.1/name>
"Gabriela, Cravo e Canela" ;
<http://purl.org/dc/elements/1.1/creator>
"Jorge Amado" .

Figura 4.15 – Sintaxe abreviada de múltiplas propriedades de um mesmo recurso

To make the definition of the triples even more readable, a set of prefixes can
be defined, corresponding to the namespaces of the vocabularies used (Figure
4.16).

base <http://example.org/> .
@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> .
@prefix foaf: <http://xmlns.com/foaf/0.1/> .
@prefix dc: <http://purl.org/dc/elements/1.1/> .
<#gabriela-cravo-canela>
dc:identifier "9788535912388" ;
foaf:name "Gabriela, Cravo e Canela" ;
dc:creator "Jorge Amado" .

Figura 4.16 – Utilização de namespaces em Turtle

Figure 4.17 presents the serialization in Turtle of the graph from Figure 4.11.

base <http://example.org/> .
@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> .
@prefix foaf: <http://xmlns.com/foaf/0.1/> .
@prefix dc: <http://purl.org/dc/elements/1.1/> .
<#gabriela-cravo-canela>
dc:identifier "9788535912388" ;
foaf:name "Gabriela, Cravo e Canela" ;
dc:creator "Jorge Amado" ;
dc:publisher <#companhia-das-letras> .
<#antologia-poetica>
dc:identifier "9788535921199" ;
foaf:name "Antologia Poética" ;
dc:creator "Carlos Drummond de Andrade" ;
dc:publisher <#companhia-das-letras> .
<#companhia-das-letras>
foaf:name "Companhia das Letras".

Figura 4.17 – Serialização em Turtle do grafo da figura 4.11
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An RDF serialization which is increasingly used in the Semantic Web is
JSON-LD (Javascript Object Notation for Linked Data), an RDF triple
serialization format meant to be a more readable representation for people,
using the JSON model of attribute-value pairs to represent the set of triples.
One of the core elements of JSON-LD is the idea of context. When two
people communicate in a shared environment, there is a context of mutual
understanding that enables individuals to use abbreviated terms, a unique
vocabulary, to communicate more quickly, but without losing accuracy. A
JSON-LD context works the same way. It allows two applications to use
abbreviated terms, particular terms, to communicate more efficiently, but
without losing accuracy. This need was noted by developers of the JSON-LD
specification (a W3C recommendation), due to difficulties in understanding
long URIs representing RDF resources. In a way, it is a return to a simpler,
more particular vocabulary, shared by a community of a particular application
domain.
Figures 4.18 to 4.21 illustrate the progression of a representation of three
JSON attribute-value pairs, without a universal semantic reference, to the
specification of a JSON-LD code, where the same three pairs are associated
with a context defining the universal semantics of the terms.
Figure 4.18 presents three properties of a person, in JSON format:
• “name” – name (literal)
• “homepage” – personal page (URL)
• “image” – image (URL)

{

}

"name": "Manu Sporny",
"homepage": "http://manu.sporny.org/",
"image": "http://manu.sporny.org/images/manu.png"

Figura 4.18 – Definição de dados em JSON
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Figure 4.19 replaces the terms (of the community’s particular vocabulary)
with the URIs of the properties from the reference vocabularies. For example,
“name” is replaced by the URI “http://schema.org/name.” It also states
whether the value of the property of the attribute is another resource (@id).
The introduction of URIs makes the text less legible.

{

"http://schema.org/name": "Manu Sporny",
"http://schema.org/url": { "@id": "http://manu.sporny.org/" },
"http://schema.org/image": {"@id": "http://manu.sporny.org/images/manu.png"}

}

Figura 4.19 – Inclusão de URIs de propriedades no código JSON

Figure 4.20 presents the definition of a context where the abbreviated names
from Figure 4.18 are associated with the URIs introduced in Figure 4.19.
The association of the abbreviations with universal semantic definitions
(context) are separate from the definitions of attribute-value pairs. This allows
the abbreviations to be reused. The context serves as a mapping between the
particular vocabulary and the reference vocabulary.

{

"@context":
{
"name": "http://schema.org/name",
"image": {
"@id": "http://schema.org/image",
"@type": "@id"
},
"homepage": {
"@id": "http://schema.org/url",
"@type": "@id"
}
}
"name": "Manu Sporny",
"homepage": "http://manu.sporny.org/",
"image": "http://manu.sporny.org/images/manu.png"

}

Figura 4.20 – Definição de um contexto em JSON-LD

Contexts can be defined in combination with attribute-value pairs or
referenced by URIs. This way, a particular known context of a community
can be noted at the beginning of the definition of the data and abbreviated
vocabulary can be used. The context of Figure 4.20 could be considered the
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context for defining a person. Figure 4.21 illustrates how the code would use
abbreviations, including a reference to an externally defined context.

{

}

"@context": "http://json-ld.org/contexts/person.jsonld",
"name": "Manu Sporny",
"homepage": "http://manu.sporny.org/",
"image": "http://manu.sporny.org/images/manu.png"

Figura 4.21 – Definição de dados em JSON-LD

4.2 RDFS
The RDF data model provides a way to make assertions about resources, but it
does not make any suppositions about the semantics of the resources identified
by the URIs. There is no builder in RDF that specifies that a resource is
a property, or book, or person, etc. In practice, RDF is typically used in
combination with vocabularies that provide semantic information about these
resources.
Resource Description Framework Schema (RDFS) [23] is a vocabulary
that extends RDF and introduces a layer that specifies some characteristics
that add semantics to data defined in RDF. RDFS has builders that specify,
for example, that certain URIs indicate resource properties, or that certain
resources identified by URIs belong to a particular class. Using the example
from Figure 4.13, it is possible, through RDFS, to specify that the resource
identified by the URI “http://xmlns.com/foaf/0.1/name” is a property. Or that
the resource identified by the URI “http://example.org/#gabriela-cravo-canela”
belongs to class “Book.”
RDFS uses the notion of class to specify categories that can be used to classify
resources. The relation between an instance and its class is indicated by the
RDF property “type.” With RDFS, class and subclass hierarchies can be
created, as well as property and subproperty hierarchies. Type restrictions
can be imposed on the subjects and objects of triples, by specifying domains
and codomains for each of the types. In the previous example of the books,
we could state that the domain of the relation “has_publisher” is of the type
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“Book” and the codomain is of the type “publisher.”
It is very important to note that the idea of types, domains and codomains of
a property are different from those in the object-oriented model. In the objectoriented model, a class abstracts the properties and methods from a particular
set of instances: If an object is stated as being from a particular type (a class),
it is assumed that it has a set of properties associated with that type. In the
case of RDFS, the statement of a property does not restrict its use to any
resource, regardless of its type. The statement of properties is made separately
and independently from the statement of classes. The statement of a domain
and codomain only enables making an inference of a possible type of resource,
even if this type is not explicitly stated through a triple. On a daily basis,
humans do this constantly. Based on certain observed properties of objects,
people, etc., humans infer the types to which these resources may belong. It is
a common form of inference for human beings.
Going back to RDFS, in the example of the books, let us suppose that classes
“Book” and “Publisher” are stated and that the domain of the relation “has_
publisher” is from the resources of the class “Book” and that the codomain
is from the resources of the class “Publisher.” Even if a triple is not stated
explicitly affirming that the resource “http://example.org/#gabriela-cravocanela” is from the class “Book” and that the resource “http://example.
org/#companhia-das-letras” is from the class “Publisher,” if it is stated that
there is a “has_publisher” relation between these two resources, the classes of
the resources will be inferred by the statement of the domain and codomain of
the property. Thus it is possible to infer more triples than those actually stated.
Inference is one of the features introduced by the use of Semantic Web
technologies. Statements of information can be shorter when inferences
are used. For example, in a set of triples about people, it is not necessary to
explicitly state the triples with the relations of the type “uncle,” which may be
inferred from other relations. RDFS introduces few types of inferences, which
are more widely expanded through the use of OWL, as will be seen in Section
4.3.
Another type of inference introduced by RDFS is related to the statement
of subclasses and subproperties. If a particular resource is from the type of a
particular subclass, it will be inferred that this resource is also from the type of
the corresponding class. The same occurs in relation to subproperties.
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Figure 4.22 illustrates the introduction of some RDFS builders in the example
from Figure 4.17. For the definition of the class “Book,” we use the bibo
ontology [24] for defining bibliographic information. The keyword “a” is
an abbreviation for the predicate “rdf:type,” which indicates the class of a
resource.

base <http://example.org/> .
@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> .
@prefix rdfs: <http://www.w3.org/2000/01/rdf-schema#> .
@prefix foaf: <http://xmlns.com/foaf/0.1/> .
@prefix dc: <http://purl.org/dc/elements/1.1/> .
@prefix bibo: <http://purl.org/ontology/bibo/> .
<#gabriela-cravo-canela>
a bibo:Book ;
dc:identifier "9788535912388" ;
foaf:name "Gabriela, Cravo e Canela" ;
dc:creator "Jorge Amado" ;
dc:publisher <#companhia-das-letras> .
<#vidas-secas>
a bibo:Book ;
dc:identifier "9788501067340" ;
foaf:name "Vidas Secas" ;
dc:creator "Graciliano Ramos" ;
dc:publisher <#grupo-record> .
<#antologia-poetica>
a bibo:Book ;
dc:identifier "9788535921199" ;
foaf:name "Antologia Poética" ;
dc:creator "Carlos Drummond de Andrade" ;
dc:publisher <#companhia-das-letras> .
<#companhia-das-letras>
a foaf:Organization ;
foaf:name "Companhia das Letras".
<#grupo-record>
a foaf:Organization ;
foaf:name "Grupo Editorial Record" .

Figura 4.22 – Inclusão de informações de tipos de recursos (classes)

4.3 OWL
RDF specifies a data model that represents information by means of a set of
triples that define resource properties, as well as relations among these various
resources. RDFS extends RDF and enables the definition of class hierarchies,
property hierarchies and the definition of domains and codomains for
properties, thus permitting a first set of restrictions on the defined triples, in
addition to inferences that explicitly deduce non-stated triples.
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Why define restrictions? One way to understand what semantics are is to
consider: what causes different people to draw the same meaning from a
certain content by restricting the number of possible interpretations of that
content. The ideal is that only one interpretation is possible.
Ontology Web Language [25] is a language that extends RDF and RDFS and
offers a much broader range of restrictions on the set of defined triples. Various
builders are also provided that enable, among other things, construction of
complex classes from other class definitions, and property chaining. One
of the main bases of OWL is Description Logics (DLs) [26], a family of
knowledge representation languages widely used in ontology modeling. An
ontology is a specification of a concept within a particular domain of interest.
As its name suggests, DLs are logical and have formal semantics: a precise
specification of the meaning. These formal semantics enable humans and
computer systems to exchange DL ontologies without their meaning being
ambiguous, in addition to making it to possible to use logical deduction to
infer additional information from facts explicitly displayed in an ontology.
Ontologies supply the means to model relations between entities and domains
of interest. In OWL, there are three types of entities:
• Instances – They represent resources (they are also called individuals).
• Classes – They define sets of instances or individuals.
• Properties – They represent binary relations between two instances
(object property) or between an instance and a literal (datatype property).
A specific OWL ontology consists of a set of assertions (axioms), separated
into three groups: Tbox (Terminological), Abox (Assertion) and Rbox (Role).
Tbox describes relations between classes. For example, the assertion that the
“Person” class is equivalent to the “Human” class means that both classes have
the same set of individuals. Abox captures knowledge about individuals, i.e.,
the classes to which they belong and how they are related to each other. For
example, we make an assertion that the individual “Mary” is from the “Person”
class, i.e., “Mary” is an instance of the “Person” class. If we combine it with the
example from TBox, where the “Person” class is defined as being equivalent
to the “Human” class, it can be inferred that “Mary” is also an instance of the
“Human” class:
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:Person owl:equivalentClass :Human .
:Mary
rdf:type :Person .
:Mary
rdf:type :Human . (inferência)

In Tbox, the relations between individuals are also defined. For example, we
can establish that “Mary” is the wife of “John.”

:John :hasWife :Mary .

Rbox contains assertions about properties, i.e., metaproperties such as
transitivity, symmetry, etc. These assertions enable inferences to be made about
the explicitly defined base of triples:

:hasAncestor rdf:type owl:TransitiveProperty .
:John hasAncestor :Phil .
:Phil hasAncestor :Peter .
:John hasAncestor :Peter . (inferência)

The following points provide a summary of the various builders contained in
the OWL language specification:
• Classes are defined in RDFS through the RDF property type:

:Person rdf:type rdfs:Class .
:Woman rdf:type rdfs:Class .
:Woman rdfs:subClassOf :Person .
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• The class of a particular instance can be stated explicitly, or it can be
inferred, for example, from the definition of subclasses or domain and
codomain:

:Mary rdf:type owl:NamedIndividual .
:Mary rdf:type :Woman .
:Mary rdf:type :Person . (inferência)

• It is possible to establish that two names of individuals represent the
same individual, that is, the RDF graph of the resource will be the sum of
the assertions about each of the individuals:

:Mary owl:sameAs otherOntology:MaryBrown .

• Equivalent classes have the same set of instances:

:Person owl:equivalentClass :Human .
:Mary
rdf:type :Person .
:Mary
rdf:type :Human . (inferência)

• Disjoint classes indicate that an instance that belongs to one does not
belong to the other.

[]

rdf:type
owl:members

owl:AllDisjointClasses ;
( :Woman :Man ) .
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• A property can have a literal value (datatype property) or establish a
relationship between two instances (object property).

:hasAge rdf:type owl:DatatypeProperty .
:John :hasAge 52 .
:hasWife rdf:type owl:ObjectProperty .
:John :hasWife :Mary .

• Complex classes can be built from other classes, through intersection,
union, complement and enumeration:

:Mother owl:equivalentClass [
rdf:type
owl:Class ;
owl:intersectionOf ( :Woman :Parent )
] .
:Parent owl:equivalentClass [
rdf:type
owl:Class ;
owl:unionOf
( :Mother :Father )
] .
:ChildlessPerson owl:equivalentClass [
rdf:type
owl:Class ;
owl:intersectionOf ( :Person [ owl:complementOf
:Parent ] )
] .
:Beatles owl:equivalentClass [
rdf:type
owl:Class ;
owl:oneOf
( :George :Ringo :John :Paul )
] .

• Properties can have a cardinality that indicates the number (maximum,
minimum or exact) of triples:
:John rdf:type [
rdf:type
owl:maxCardinality
owl:onProperty
] .
:John rdf:type [
rdf:type
owl:minCardinality
owl:onProperty
] .
:John rdf:type [
rdf:type
owl:cardinality
owl:onProperty
] .

50

owl:Restriction ;
"4"^^xsd:nonNegativeInteger ;
:hasChild
owl:Restriction ;
"2"^^xsd:nonNegativeInteger ;
:hasChild
owl:Restriction ;
"5"^^xsd:nonNegativeInteger ;
:hasChild

SEMANTIC WEB

• Properties can be transitive:

:hasAncestor rdf:type owl:TransitiveProperty .
:John hasAncestor :Phil .
:Phil hasAncestor :Peter .
:John hasAncestor :Peter . (inferência)

• Properties can be inverse:

:hasParent owl:inverseOf :hasChild .
:John hasChild :Paul .
:Paul hasParent :John . (inferência)

• Properties can be symmetrical (the inverse of the property is the same
property, for example, spouse):

:hasSpouse rdf:type owl:SymmetricProperty .
:John hasSpouse :Mary .
:Mary hasSpouse :John . (inferência)

• Properties can be asymmetrical (the inverse property cannot be the
same property, for example, a person cannot be the daughter of his/her
son):

:hasChild

rdf:type

owl:AsymmetricProperty .
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• Properties can be defined as chains of other properties (grandfather is
the father of the father):

:hasGrandparent owl:propertyChainAxiom ( :hasParent
:John hasParent :Phil .
:Phil hasParent :Peter .
:Peter hasParent :Paul .
:John hasGrandparent :Peter . (inferência)
:Phil hasGrandparent :Paul . (inferência)

:hasParent ) .

• Properties can be reflexive (a person has himself or herself as a relative):

:hasRelative

rdf:type

owl:ReflexiveProperty .

• Properties can be irreflexive (a person cannot be father of himself ):

:parentOf

rdf:type

owl:IrreflexiveProperty .

• Properties can be functional (there is only one element in the codomain
for an element from the domain, for example, mother):

:hasMother

rdf:type

owl:FunctionalProperty .

• Properties can be inversely functional (there is only one element in the
domain for an element from the codomain, for example, children):

:hasChild
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4.4 SPARQL
Data is represented in the Semantic Web using the conceptual RDF data
model, together with RDFS and OWL extensions. This data can be stored in a
triple store or relational database with an RDF mapping schema, etc.
SPARQL (SPARQL Protocol and Query Language) [27] is the query language
of the Semantic Web. We can make an analogy between SPARQL and SQL
relational database query language, considering that SPARQL has an adequate
syntax to query data represented as a set of RDF triples.
For example, consider a triple store with the following content:

<http://example.org/book/book1>
"RDF Tutorial" .
<http://example.org/book/book2>
"SPARQL Tutorial" .

<http://purl.org/dc/elements/1.1/title>
<http://purl.org/dc/elements/1.1/title>

The query

SELECT ?title
WHERE
{
<http://example.org/book/book2>
<http://purl.org/dc/elements/1.1/title>
?title .
}

would return:

title
"SPARQL Tutorial"
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SPARQL variables start with a “?” and can be defined in any of the three
positions of a triple (subject, predicate, object) in the RDF dataset. The triple
patterns of the SELECT clause have the same form as normal triples, except
that one of the three parts of the triple can be replaced by a variable. The
SELECT clause returns a table of variables with values that satisfy the query.
In another example, let us consider a triple store with the following content:

base <http://example.org/> .
@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> .
@prefix foaf: <http://xmlns.com/foaf/0.1/> .
@prefix dc: <http://purl.org/dc/elements/1.1/> .
<#gabriela-cravo-canela>
dc:identifier "9788535912388" ;
foaf:name "Gabriela, Cravo e Canela" ;
dc:creator "Jorge Amado" ;
dc:publisher <#companhia-das-letras> .
<#vidas-secas>
dc:identifier "9788501067340" ;
foaf:name "Vidas Secas" ;
dc:creator "Graciliano Ramos" ;
dc:publisher <#grupo-record> .
<#antologia-poetica>
dc:identifier "9788535921199" ;
foaf:name "Antologia Poética" ;
dc:creator "Carlos Drummond de Andrade" ;
dc:publisher <#companhia-das-letras> .
<#companhia-das-letras>
foaf:name "Companhia das Letras".
<#grupo-record>
foaf:name "Grupo Editorial Record" .

The query:

PREFIX dc: <http://purl.org/dc/elements/1.1/>
PREFIX foaf: <http://xmlns.com/foaf/0.1/>
PREFIX ex: <http://example.org/>
SELECT ?name ?creator
WHERE
{ ?book dc:publisher ex:companhia-das-letras .
?book foaf:name ?name .
?book dc:creator ?creator .
}
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would return:

NAME

creator

"Gabriela, Cravo e Canela"

"Jorge Amado"

"Antologia Poética"

"Carlos Drummond de Andrade"

SPARQL allows a number of filters and operators that enable making complex
queries to the set of stored triples. Different triple stores provide access points
via the Web (URLs), which accept the SPARQL protocol and its query
language. These access points are called SPARQL endpoints. A SPARQL
endpoint accepts queries and returns the results via HTTP. Generic endpoints
execute queries against any RDF dataset with possible access via the Web
(specified as parameters). Specific endpoints only execute queries against
particular datasets, established by the application. Lists of some SPARQL
endpoints on the Web are presented in SPARQLES [28], W3C SPARQL
endpoints [29] and Mondeca [30]. generic endpoint is provided by Openlink
[31], where it is possible to make queries through specification of the location
of the RDF graph that contains the set of triples to be inspected.
The SELECT clause accepts specifying the RDF graph that will be queried,
using the FROM keyword. In the following example (Figures 4.23 and 4.24),
the homepages of the people known (“foaf:knows”) by Tim Berners-Lee are
returned, in the RDF graph located at http://dig.csail.mit.edu/2008/webdav/
timbl/foaf.rdf

PREFIX foaf: <http://xmlns.com/foaf/0.1/>
PREFIX card: <http://www.w3.org/People/Berners-Lee/card#>
SELECT ?homepage
FROM <http://dig.csail.mit.edu/2008/webdav/timbl/foaf.rdf>
WHERE {
card:i foaf:knows ?known .
?known foaf:homepage ?homepage . }

Figura 4.23 – Utilização de FROM em SPARQL
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homepage
http://purl.org/net/eric/
http://www.johnseelybrown.com/
...

Figura 4.24 – Resultados da utilização de FROM em SPARQL

SPARQL queries do not return sets of triples. The result is a set of tuples (as
lines of a table) which can come in different formats, such as HTML, XML,
JSON or CSV. This format is specified as one of the parameters of the query.
Figure 4.25 presents the results of the previous query in JSON format:
{ "head": { "link": [], "vars": ["homepage"] },
"results": { "distinct": false, "ordered": true, "bindings": [
{ "homepage": { "type": "uri", "value": "http://purl.org/net/eric/" }},
{ "homepage": { "type": "uri", "value": "http://www.johnseelybrown.com/" }} ,
... ] } }

Figura 4.25 – Resultado em JSON de consulta SPARQL

In addition to the SELECT command, SPARQL accepts the commands
DESCRIBE, CONSTRUCT and ASK. The DESCRIBE command returns a
simple RDF graph containing the RDF data for the resources specified in the
command. The data returned is determined by the SPARQL query processor
and not by the client who made the query. Triples can be returned where the
resource appears as a subject, predicate or object, or triples where the resource
appears as a subject or object, or triples where the resource appears only as a
subject.
The triples of a resource can also be accessed via dereferencing (from the
definition of a URI), which is a Linked Data on the Web principle (Section
5.1). The result of dereferencing, like the result of a DESCRIBE command,
returns a set of triples of resources. DBpedia contains triples taken from the
info boxes of articles in Wikipedia. The dereferencing of the URI in DBpedia
that identifies Tim Berners-Lee can be viewed at http://dbpedia.org/page/
Tim_Berners-Lee [32]. This page is originally returned in HTML, but its
result can be obtained in other formats, such as in JSON [33].
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Figure 4.26 shows an example of the DESCRIBE command in a query against
the DBpedia endpoint [34]. Figure 4.27 presents part of the results. It can be
seen that triples are listed where the resource (“:Tim_Berners-Lee”) appears as
subject and object.

PREFIX dbpedia-owl: <http://dbpedia.org/ontology/>
DESCRIBE ?timbl WHERE {
?timbl dbpedia-owl:alias "TimBL" .
}

Figura 4.26 – Comando DESCRIBE de SPARQL

s

p

o

:Tim_Berners-Lee

dc:description

"British computer scientist, best known as the
inventor of the World Wide Web"

:Tim_Berners-Lee

dbpedia2:occupation

:Computer_scientist

:Tim_Berners-Lee

foaf:name

"Sir Tim Berners-Lee"

:Tim_Berners-Lee

foaf:name

"Tim Berners-Lee"

:Tim_Berners-Lee

foaf:name

"Berners-Lee, Tim"

:Tim_Berners-Lee

foaf:surname

"Berners-Lee"

:Tim_Berners-Lee

rdfs:label

"Tim Berners-Lee"

:Tim_Berners-Lee

dbpedia:ontology/birthYear

"1955+02:00"

:Tim_Berners-Lee

dbpedia2:birthPlace

"United Kingdom"

:Tim_Berners-Lee

dbpedia2:nationality

"British"

:Tim_Berners-Lee

dbpedia:ontology/employer

:Massachusetts_Institute_of_Technology

:Tim_Berners-Lee

dbpedia:ontology/award

:Royal_Society

:Tim_Berners-Lee

owl:sameAs

<http://eo.dbpedia.org/resource/Tim_Berners-Lee>

:Conway_Berners-Lee

dbpedia2:children

:Tim_Berners-Lee

:ENQUIRE

dbpedia2:inventor

:Tim_Berners-Lee

:Libwww

dbpedia2:author

:Tim_Berners-Lee

...

...

Figura 4.27 – Resultados de comando DESCRIBE de SPARQL

Similar to SQL, it is possible to manipulate the set of results returned by
SPARQL:
• LIMIT – limits the number of lines
• DISTINCT – removes duplicate lines
• ORDER – orders the result
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• OFFSET – permits paging
• FILTERS – applies filters to the values sought in the properties
SPARQL also offers a number of pre-built functions used in the specification
of queries, which include logical operators (“!”, “& &”, “||” ), mathematical
operators (“+”, “-”, “*”, “/”), comparative operators (“=”, “>”, “<”, ...),
test operators (“isLiteral”, isURI”, ...), and string manipulation functions
(“STRLEN”, “SUBSTR”, “UCASE”, “CONCAT”, ...).
CONSTRUCT is a command in SPARQL language that enables a set of
triples to be built from a search result. Figure 4.28 presents an example of the
CONSTRUCT command in a query against the DBpedia endpoint. Figure
4.29 shows the results.

PREFIX foaf: <http://xmlns.com/foaf/0.1/>
PREFIX dbpedia-owl: <http://dbpedia.org/ontology/>
CONSTRUCT { ?timbl foaf:name ?name }
WHERE {
?timbl dbpedia-owl:alias "TimBL" .
?timbl foaf:name ?name .
}

Figura 4.28 – Comando CONSTRUCT de SPARQL

s

p

o

:Tim_Berners-Lee

foaf:name

"Sir Tim Berners-Lee"

:Tim_Berners-Lee

foaf:name

"Tim Berners-Lee"

:Tim_Berners-Lee

foaf:name

"Berners-Lee, Tim"

Figura 4.29 – Resultados de comando CONSTRUCT de SPARQL

In addition to specifying the query language itself, there are a number of
other standards related to SPARQL, defined by W3C, that specify a language
for manipulating and updating RDF graphs SPARQL 1.1 Update [35]),
federated queries in different RDF graphs SPARQL 1.1 Federated Query
[36]), etc.
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4.5 Metadata Embedded in Pages
In the previous sections we presented the conceptual RDF data model, with
its set of triples of resources identified by URIs, in addition to extensions
through RDFS and OWL, which enable the construction of more complex
ontologies, with a larger number of restrictions and inference possibilities. We
also introduced SPARQL query language for RDF graphs.
These technologies are more directed toward graphs stored on web servers.
There is, however, a data universe being semantically described, dispersed in
HTML pages, that contains a mixture of content to be consumed by people
and content to be consumed by applications. Semantic data is increasingly
included in these pages, by web page designers interested in meeting the
demands of applications. The inclusion of semantic data in an online store,
for example, can help the Google search engine display the search results for a
particular product more accurately and objectively.
Section 2.5, on metadata, discussed how it was initially introduced into a web
page through the HTML <meta> tag. This metadata is connected to the web
page as a whole. It can, for example, provide information about the author
of the page, keywords, description, publication date, etc. In the following
sections we will present three formats used for including metadata in web
pages, which can also be applied in the individual description of the data
contained in the pages.
The intent of these sections is to briefly describe these three techniques for
embedding data in web pages. It is important to understand that this is one of
the ways metadata is defined for building a more semantic Web of Data, as a
complement to what was presented in the previous sections.

4.5.1 Microformat
Microformat [37] was the first initiative in the sense of adding extra
information to HTML code, enabling specific types of data (entities) to be
included, such as people, products, and events. Each of these types has a
particular set of properties and specific syntax. For example, a person can have
the properties: name, address, company, position, email, etc.
The interpretation of an HTML code, in order to display data to users, ignores
59

Semantic Web Guideline

any unknown tag from the HTML specification. In general, microformats use
class attributes in HTML tags (often or) to assign names to entities and their
properties.
The example in Figures 4.30 and 4.31 shows how to mix information that
will be filtered by the browser to display the page and information that will be
filtered by applications to understand the content.

<div>
<img src="www.example.com/bobsmith.jpg" />
<strong>Bob Smith</strong>
Senior editor at ACME Reviews
200 Main St
Desertville, AZ 12345
</div>

Figura 4.30 – Código HTML sem informações de microformato

<div class="vcard">
<img class="photo" src="www.example.com/bobsmith.jpg" />
<strong class="fn">Bob Smith</strong>
<span class="title">Senior editor</span> at
<span class="org">ACME Reviews</span>
<span class="adr">
<span class="street-address">200 Main St</span>
<span class="locality">Desertville</span>,
<span class="region">AZ</span>
<span class="postal-code">12345</span>
</span>
</div>

Figura 4.31 – Código HTML mesclado com informações de microformato

Following are some of the properties that can be defined for a “person” entity
type:
• fn – full name. required
• n – structured name:
• given-name – first name
• additional-name – middle name
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• family-name – surname
• title – position
• org – company, organization
• photo – photo, icon, avatar
• email – email
• tel – telephone
• adr – structured address:
• street-address – street
• locality – city
• region – state
• postal-code – postal code
• country-name – country
Each specific microformat has a particular set of properties (vocabulary).
Microformats are easy to use due to their simplicity, but offer little
extensibility, since they do not have a standard form of representation for
vocabularies. Furthermore, it is only possible to specify metadata for a small
set of types of data. Microformats2 [38] seeks to develop the concept of
microformats and create a common syntax regardless of vocabularies and
greater standardization in the nomenclature of entities and properties.

4.5.2 RDFa
Like microdata, RDFa [39] enables metadata to be embedded in web pages,
but it uses a more generic syntax for specifying RDF triples, regardless of
the datatype to which the resource belongs and the vocabulary used. The
information from the triples is specified in the form of attributes within
HTML tags:

61

Semantic Web Guideline

• vocab – URI of the vocabulary (namespace)
• about, src, href and resource – URI of the resource
• typeof – type of resource
• rel – relation to another resource
• rev – inverse relation to another resource
• property – name of the property (the value of the property is the text
that appears between the tags where the attribute is defined)
• content – replaces the value of the property that appears between the
tags where the attribute is defined
• datatype – property data type
To illustrate some of these attributes, two examples will be given (with their
figures) extracted from the RDFa specification [40] of W3C. In Figure 4.32,
triples are defined in relation to two resources. Figures 4.33 and 4.34 present
the RDF graphs of these triples and help understand how they are defined by
RDFa embedded in the HTML code.

<body vocab="http://purl.org/dc/terms/">
...
<div resource="/alice/posts/trouble_with_bob">
<h2 property="title">The trouble with Bob</h2>
<p>Date: <span property="created">2011-09-10</span></
p>
<h3 property="creator">Alice</h3>
...
</div>
...
<div resource="/alice/posts/jos_barbecue">
<h2 property="title">Jo’s Barbecue</h2>
<p>Date: <span property="created">2011-09-14</span></
p>
<h3 property="creator">Eve</h3>
...
</div>
...
</body>

Figura 4.32 – RDFa embutido em páginas Web
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<http://example.com/alice/posts/trouble_with_bob>

<http://purl.org/dc/terms/title>
<http://purl.org/dc/terms/creator>

<http://purl.org/dc/terms/created>

“The Trouble with Bob”

“2011-09-10”

“Alice”

Figura 4.33 – Triplas embutidas em páginas Web (1)

<http://example.com/alice/posts/jos_barbecue>

<http://purl.org/dc/terms/title>
<http://purl.org/dc/terms/creator>

<http://purl.org/dc/terms/created>

“Joe’s Barbecue”

“2011-09-10”

“Eve”

Figura 4.34 – Triplas embutidas em páginas Web (2)

The example in Figure 4.35 illustrates the use of the “rel” attribute, which
defines a relation between two resources, in this case, the relation “foaf:knows”
(someone known by a certain person). In the example, the resources that are
objects of these triples are of the “foaf:Person” type, and for each of them a
“foaf:name” and “foaf:homepage” are defined. What the browser will display
for the user will be the links for the homepages of Bob, Eve and Ana.
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<div vocab="http://xmlns.com/foaf/0.1/" resource="#me">
<ul rel="knows">
<li resource="http://example.com/bob/#me" typeof="Person">
<a property="homepage" href="http://example.com/bob/">
<span property="name">Bob</span></a>
</li>
<li resource="http://example.com/eve/#me" typeof="Person">
<a property="homepage" href="http://example.com/eve/">
<span property="name">Eve</span></a>
</li>
<li resource="http://example.com/ana/#me" typeof="Person">
<a property="homepage" href="http://example.com/ana/">
<span property="name">Ana</span></a>
</li>
</ul>
</div>

Figura 4.35 – Exemplo de relação entre recursos codificado em RDFa

4.5.3 Microdata
Microdata [41] is another more recent way to embed metadata in web pages.
Its use has been growing and, for search engines such as Google, it is one
of the preferred ways. Although any vocabulary can be used to define its
resources, web page designers who use microdata work a great deal with the set
of vocabularies defined by Schema.org (Section 6.4).
Like RDFa, microdata syntax does not depend on the types of resources
defined or the vocabulary used for its description. The way information is
embedded is also through the definition of attributes in HTML tags. The
microdata model consists of groups of name-value pairs, known as items. Each
item can have a type, a global identifier and a list of name-value pairs. Each
name of the name-value pair is known as a property, and each property has
one or more values. Each value is an item or a literal. The basic attributes of
microdata are:
• itemscope – defines the resource
• itemid – defines a URI for the resource
• itemtype – defines the type of resource (vocabulary)
• itemprop – defines a property of the resource
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Figure 4.36 presents an example of microdata for a person, using the Person
data type [42] from Schema.org, which has a series of defined properties,
such as “name,” “image,”, “jobTitle,” “telephone,” “email,” “colleague,” among
others, each with a well-defined semantic. In the example, the “address”
property can be a property that points to another resource (“itemscope”),
which has another type of data, “PostalAddress.”
As in RDF, the microdata model itself does not delve into the merits of the
meaning of each of the vocabularies. The syntax for its use as metadata is
unique, regardless of vocabularies, and the choice and the proper use of each
one, and their properties, requires specific study by the user.
The semantics added to the data are materialized through the use of the
syntaxes presented (RDF, RDFS, OWL, microformats, RDFa, microdata)
together with specific ontologies developed for specific cases, and reference
vocabularies, which are established by culture of use. Some of the most used
vocabularies are presented in Section 6.

<div itemscope itemtype="http://schema.org/Person">
<span itemprop="name">Jane Doe</span>
<img src="janedoe.jpg" itemprop="image" alt="Photo of Jane Joe"/>
<span itemprop="jobTitle">Professor</span>
<div itemprop="address"
itemscope itemtype="http://schema.org/PostalAddress">
<span itemprop="streetAddress">
20341 Whitworth Institute
405 N. Whitworth
</span>
<span itemprop="addressLocality">Seattle</span>,
<span itemprop="addressRegion">WA</span>
<span itemprop="postalCode">98052</span>
</div>
<span itemprop="telephone">(425) 123-4567</span>
<a href="mailto:jane-doe@xyz.edu" itemprop="email">
jane-doe@xyz.edu</a>
Jane’s home page:
<a href="http://www.janedoe.com" itemprop="url">janedoe.com</a>
Graduate students:
<a href="http://www.xyz.edu/students/alicejones.html"
itemprop="colleague">Alice Jones</a>
<a href="http://www.xyz.edu/students/bobsmith.html"
itemprop="colleague">Bob Smith</a>
</div>

Figura 4.36 – Microdados embutidos em uma página Web
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Linked Data
Chapter 5

66

LINKED DATA

In the previous chapters of this guide we have seen the evolution of the Web
of Documents and the Web of Data, and the technologies involved in adding
semantics to help applications manipulate this information. The desired
end result is a global database where a growing body of information can be
accessed by a diversified set of applications with a broad range of purposes.
Data is published on the Web by various people and stored in various
repositories around the world. To facilitate the construction of this global
database, it is necessary to establish a standard way to link this data. This
chapter will introduce the principles of what is called Linked Data. The
application of this concept is expanding rapidly and its evolution is often
illustrated by the figure of a cloud, the LOD cloud (Linked Open Data)
[43], which shows a set of nodes representing sets of open data and links
representing the connections established between these datasets. Figures 5.1
and 5.2 show the cloud in 2007 and 2014.
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Figura 5.1 – Nuvem da LOD em 2007
http://lod-cloud.net/versions/2007-05-01/lod-cloud.png
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Figura 5.2 – Nuvem da LOD em 2014
http://lod-cloud.net/versions/2014-08-30/lod-cloud.png

It is easy to see the tremendous expansion of the cloud and the importance of
the DBpedia dataset (central node of Cloud 2014, with the largest number of
links), which contains data represented in RDF on information contained in
the info boxes of articles from Wikipedia.

5.1 The Four Principles
The idea of adding semantics to data is not enough to create a global database.
To achieve this, the data needs to be linked. In 2006, Tim Berners-Lee defined
a list of 4 principles [44] for linking this data:
• Use URIs as names for things (resources).
• Use HTTP URIs so that people can look up those things on the Web.
• When someone looks up a URI, provide useful information, using the
standards (RDF, SPARQL).
• Include links to other URIs, so that they can discover more things.
As we saw earlier, URIs are used to identify resources that can represent any
concrete or abstract thing. The RDF model establishes a way to represent
knowledge through triples that can define literal values for properties, or also
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establish relations between different resources, different things.
Using HTTP URIs enables this identification to be used for a request via the
Web. The third principle establishes that once a request is made using one of
these URIs (dereferencing), the server responsible for servicing this request
should return some type of information related to the resource identified by
the URI. As we saw in the section that introduces the concepts of SPARQL,
the return of such a request could be something like the DESCRIBE
command, where the triples are returned and the resource identified by the
URI may appear as a subject, predicate or object. A simpler way would be to
have a static RDF file with the triples deemed useful. This principle does not
establish what should be returned. This decision belongs to the web server that
services the request.
The fourth and final principle establishes the actual link between the data.
It establishes that, whenever possible, a dataset should make reference to
other sets, to permit navigation between the different nodes of the cloud.
For example, the DBpedia website contains information about resources
representing people, countries, etc. If another set of resources, for example, the
BBC Music website, wants to refer to information about the artists that appear
on its program schedules, it could include links between its resources and
DBpedia resources. In other words, the triples contained in the BBC Music
dataset will make reference to URIs of resources contained in the DBpedia
triples.

5.2 The 5 Stars
The Web of Data is currently a heterogeneous space where various types of
information are published in a wide variety of formats and storage structures.
Data is stored in files in different formats, in databases and returned in web
pages, web services and web APIs, in triple banks or SPARQL endpoints, etc.
As a way of guiding the publication of open data on the Web, in this new
semantic vision, Tim Berners-Lee suggested a 5-star deployment scheme [45],
to guide evolution in the direction of this Linked Data universe, a Web of
Data where all information would be linked according to the four principles.
This scale consists of 5 levels:
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1. Make your information available on the Web (in whatever the format)
under an open license.
2. Make this information available as structured data (e.g., an Excel
spreadsheet instead of an image scan of a table).
3. Use non-proprietary formats (e.g., a CSV table instead of an Excel
spreadsheet).
4. Use URIs to denote things, so that people can point at your
information.
5. Link your data to other data to provide a larger context for the
information.
Each of these levels has costs and benefits, including simplicity of the
procedure, data conversions, training of qualified personnel, etc., all in the
interest of moving toward a dataset that is better described semantically and
linked with other data. Following is an example of how the same dataset can
be published within each of the 5-star classification levels.
Figure 5.3 shows an example of a 1-star publication: an image of a table
published in a pdf file. This information can be easily processed by humans,
but is very difficult for an application to understand.

Temperature forecast for Galway, Ireland
Day

Lowest Temperature (ºC)

Saturday, 13 November 2010

2

Sunday, 14 November 2010

4

Monday, 15 November 2010

7

Figura 5.3 – Publicação “1 Estrela”

Figure 5.4 shows the same information published in a spreadsheet of an Excel
file, which would facilitate the processing of that information by applications,
but still using a proprietary format. This is an example of a 2-star publication.
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Temperature forecast for Galway, Ireland
Day

Lowest Temperature (ºC)

Saturday, 13 November 2010

2

Sunday, 14 November 2010

4

Monday, 15 November 2010

7

Figura 5.4 – Publicação “2 Estrelas”

Figure 5.5 presents the same information published in a file in CSV format (a
non-proprietary format). This is an instance of a 3-star publication.

Day,Lowest Temperature (C)
"Saturday, 13 November 2010",2
"Sunday, 14 November 2010",4
"Monday, 15 November 2010",7

Figura 5.5 – Publicação “3 Estrelas”

The 4-star classification is a publication level that moves into a stage belonging
to the Semantic Web. In the example used, the elements of the cells could
be associated with the properties of certain vocabularies. Figure 5.6 shows
how a Web page [46] could be viewed by users, with the weather forecast
information arranged in a table.

Figura 5.6 – Publicação “4 Estrelas”
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Figure 5.7 shows an excerpt of the HTML code with RDFa insertions
included as a way of adding semantic information to the data. One of
the vocabularies used is the meteo vocabulary [47], which defines a set of
properties for weather events.

<html

xmlns:xsd ="http://www.w3.org/2001/XMLSchema#"
xmlns:dcterms="http://purl.org/dc/terms/"
xmlns:meteo="http://purl.org/ns/meteo#">
<h1 property="dcterms:title">Temperature forecast for Galway,Ireland</h1>
<div id="data" about="#Galway" typeof="meteo:Place">
<table border="1px">
<tr>
<th>Day</th>
<th>Lowest Temperature (&deg;C)</th>
</tr>
<tr rel="meteo:forecast" resource="#forecast20101113">
<td>
<div about="#forecast20101113">
<span property="meteo:predicted"
content="2010-11-13T00:00:00Z"
datatype="xsd:dateTime">Saturday, 13 November 2010
</span>
</div>
</td>
<td rel="meteo:temperature">
<div about="#temp20101113">
<span property="meteo:celsius"
datatype="xsd:decimal">2</span>
</div>
</td>
</tr>
...

Figura 5.7 – Publicação “4 Estrelas” (código HTML + RDFa)

Figure 5.8 presents the triples extracted from the page, which can also be
viewed using the RDF browser Graphite [48]

@base <http://5stardata.info/gtd-4.html> .
@prefix xsd: <http://www.w3.org/2001/XMLSchema#> .
@prefix dcterms: <http://purl.org/dc/terms/> .
@prefix meteo: <http://purl.org/ns/meteo> .
@prefix xhv: <http://www.w3.org/1999/xhtml/vocab#> .
:
dcterm:title
"Temperature forecast for Galway, Ireland" ;
xhv:stylesheet <http://5stardata.info/style.css> ;
dcterm:data
"2012-01-22"^^xsd:date ;
dcterm:creator <https://github.com/mhausenblas> .
:Galway
rdf:type
meteo:Place ;
meteo:forecast :forecast20101113 ;
meteo:forecast :forecast20101114 ;
meteo:forecast :forecast20101115 .
:forecast20101113
meteo:predicted
"2010-11-13T00:00:00Z"^^xsd:dateTime ;
meteo:temperature :temp20101113 .
:forecast20101114
meteo:predicted
"2010-11-14T00:00:00Z"^^xsd:dateTime ;
meteo:temperature :temp20101114 .
:forecast20101115
meteo:predicted
"2010-11-15T00:00:00Z"^^xsd:dateTime ;
meteo:temperature :temp20101115 .
:temp20101113 meteo:celsius "2"^^xsd:decimal .
:temp20101114 meteo:celsius "4"^^xsd:decimal .
:temp20101115 meteo:celsius "7"^^xsd:decimal .

Figura 5.8 – Publicação “4 Estrelas” (Turtle)
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A 5-star classification denotes the inclusion of information in the Linked
Data universe. In the case of the example used, a link was made between
data published on the page and data published about the city of Galway in
DBpedia, using the property “owl: sameAs”, which indicates that the two
URIs represent the same thing. It also created a new feature (“#temp”), which
makes a link between “temperature” and information contained in DBpedia.
Figures 5.9 and 5.10 show the new insertions, in relation to the 4-star
example.

<html

xmlns:xsd ="http://www.w3.org/2001/XMLSchema#"
xmlns:dcterms="http://purl.org/dc/terms/"
xmlns:meteo="http://purl.org/ns/meteo#">
<h1 property="dcterms:title">Temperature forecast for Galway,Ireland</h1>
<div id="data" about="#Galway" typeof="meteo:Place">
<span rel="owl:sameAs"
resource="http://dbpedia.org/resource/Galway">
</span>
<table border="1px">
<tr>
<th>Day</th>
<th>
<div about="#temp">Lowest
<a rel="rdfs:seeAlso"
href="http://en.wikipedia.org/wiki/Temperature"
resource="http://dbpedia.org/resource/Temperature">
Temperature
</a>
(<span rel="owl:sameAs"
resource="http://dbpedia.org/resource/Celsius">
&deg;C</span>)
</div>
</th>
</tr>
...

Figura 5.9 – Publicação “5 Estrelas” (código HTML + RDFa)
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@base <http://5stardata.info/gtd-4.html> .
@prefix xsd: <http://www.w3.org/2001/XMLSchema#> .
@prefix rdfs: <http://www.w3.org/2000/01/rdf-schema#> .
@prefix owl: <http://www.w3.org/2002/07/owl#> .
@prefix dcterms: <http://purl.org/dc/terms/> .
@prefix dbp: <http:/dbpedia.org/resource/> .
@prefix meteo: <ttp://purl.org/ns/meteo> .
@prefix xhv: <http://www.w3.org/1999/xhtml/vocab#> .
:
dcterm:title
"Temperature forecast for Galway, Ireland" ;
xhv:stylesheet <http://5stardata.info/style.css> ;
dcterm:data
"2012-01-22"^^xsd:date ;
dcterm:creator <https://github.com/mhausenblas> .
:Galway
rdf:type
meteo:Place ;
owl:sameAs
dbp:Galway ;
meteo:forecast :forecast20101113 ;
meteo:forecast :forecast20101114 ;
meteo:forecast :forecast20101115 .
:forecast20101113
meteo:predicted
"2010-11-13T00:00:00Z"^^xsd:dateTime ;
meteo:temperature :temp20101113 .
:forecast20101114
meteo:predicted
"2010-11-14T00:00:00Z"^^xsd:dateTime ;
meteo:temperature :temp20101114 .
:forecast20101115
meteo:predicted
"2010-11-15T00:00:00Z"^^xsd:dateTime ;
meteo:temperature :temp20101115 .
:temp
owl:sameAs
dbr:Celsius ;
rdfs:seeAlso dbr:Temperature .
:temp20101113 meteo:celsius "2"^^xsd:decimal .
:temp20101114 meteo:celsius "4"^^xsd:decimal .
:temp20101115 meteo:celsius "7"^^xsd:decimal .

Figura 5.10 – Publicação “5 Estrelas” (Turtle)

5.3 Linked Data API
One of the four principles of Linked Data states that when the URI of a
resource, such as a school, is accessed, information relevant to the identified
resource will be returned (dereferencing). This information can be stored,
for example, in static files containing the set of triples that the web server
understands as being relevant information about the resource. However, this
information is often built dynamically from queries to a SPARQL endpoint.
This implies that users of SPARQL queries have an understanding of the data
scheme and vocabularies used, which are not always easy to understand.
The intent of Linked Data API (LD API) [49] is to provide an easy way to
access Linked Data via the Web, enabling sets of resources to be displayed
as URIs that are easy to query and can be filtered, paged and sorted, using
relatively simple query parameters. LD API supports multiple result formats,
including JSON, XML, RDF/XML and Turtle.
LD API is a specification for a middle layer of software that relies on a
SPARQL endpoint and provides a Web API to access data. The mapping is
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configured by the data server administrator and complies with nomenclature
standards, such as: http://orcamento.dados.gov.br/doc/{ano}/ItemDespesa,
where {ano} (i.e., year) may be replaced with a specific year in order to obtain
specific results for certain data: http://orcamento.dados.gov.br/doc/2013/
ItemDespesa. Figure 5.11 shows the query that would be necessary to obtain
the triples related to this information.

PREFIX loa: <http://vocab.e.gov.br/2013/09/loa#>
SELECT ?item
WHERE {
?item loa:temExercicio [loa:identificador 2013]. }

OFFSET 0 LIMIT 6

Figura 5.11 – Consulta SPARQL do orçamento federal

Thus, patterns can be specified that accept, as parameters, information defined
in the URI for access to resources. For example, the website that permits
access to data from the Brazilian federal budget [50] accepts the URI patterns
presented in Figure 5.12.
LD API is an open source specification and there are several products that
implement it, including Elda [51] from Epimorphics.
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/doc/{ano}/Acao
/doc/{ano}/Acao/{codigo}
/doc/{ano}/Atividade
/doc/{ano}/Atividade/{codigo}
/doc/{ano}/CategoriaEconomica
/doc/{ano}/CategoriaEconomica/{codigo}
/doc/{ano}/ElementoDespesa
/doc/{ano}/ElementoDespesa/{codigo}
/doc/{ano}/Esfera
/doc/{ano}/Esfera/{codigo}
/doc/{ano}/Exercicio
/doc/{ano}/Exercicio/{identificador}
/doc/{ano}/FonteRecursos
/doc/{ano}/FonteRecursos/{codigo}
/doc/{ano}/Funcao
/doc/{ano}/Funcao/{codigo}
/doc/{ano}/GrupoNatDespesa
/doc/{ano}/GrupoNatDespesa/{codigo}
/doc/{ano}/IdentificadorUso
/doc/{ano}/IdentificadorUso/{codigo}
/doc/{ano}/ItemDespesa
/doc/{ano}/ItemDespesa/{codigo}
/doc/{ano}/ModalidadeAplicacao
/doc/{ano}/ModalidadeAplicacao/{codigo}
/doc/{ano}/OperacaoEspecial
/doc/{ano}/OperacaoEspecial/{codigo}
/doc/{ano}/Orgao
/doc/{ano}/Orgao/{codigo}
/doc/{ano}/PlanoOrcamentario
/doc/{ano}/PlanoOrcamentario/{codigo}
/doc/{ano}/Programa
/doc/{ano}/Programa/{codigo}
/doc/{ano}/Projeto
/doc/{ano}/Projeto/{codigo}
/doc/{ano}/ResultadoPrimario
/doc/{ano}/ResultadoPrimario/{codigo}
/doc/{ano}/Subfuncao
/doc/{ano}/Subfuncao/{codigo}
/doc/{ano}/Subtitulo
/doc/{ano}/Subtitulo/{codigo}
/doc/{ano}/UnidadeOrcamentaria
/doc/{ano}/UnidadeOrcamentaria/{codigo}

Figura 5.12 – Padrões de URIs da Linked Data API do orçamento federal

5.4 Examples
This section will present a selection of examples of implementations of Linked
Data.

5.4.1 DBpedia
DBpedia [52] treats Wikipedia as a database and its objective is to extract
structured information from Wikipedia and make this information available
on the Web. DBpedia enables sophisticated queries to be made against
structured data contained in articles from Wikipedia and links the various
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datasets on the Web to articles from Wikipedia. Articles from Wikipedia
consist primarily of free text, but they also contain different types of structured
information, such as info boxes, categorization information, images,
geographic coordinates and links to web pages.
The DBpedia project extracts various types of structured information from
editions of Wikipedia in 125 languages and combines this information in
a large knowledge base. Each entity (resource) in the DBpedia dataset is
denoted by a dereferenceable URI, in the form “http:dbpedia.org/resource/
{name}”, where “{name}” is derived from the URL of the source article in
Wikipedia, which has the form “http://en.wikipedia.org/wiki/{name}”. Thus,
each entity of DBpedia is directly linked to an article from Wikipedia. Each
DBpedia entity {name} returns a description of a resource in the form of a web
document.
For example, the resource “http:dbpedia.org/resource/Tim_Berners-Lee” from
DBpedia is related to the article “http://en.wikipedia.org/wiki/Tim_BernersLee from Wikipedia”. Figures 5.13 and 5.14 present the Wikipedia page for
Tim Berners-Lee and the highlighted info box. Figures 5.15 and 5.16 present
the DBpedia page for Tim Berners-Lee (Tim_Berners-Lee resource) and a
highlight of some of the properties and values extracted from the Wikipedia
page. The information from DBpedia can be obtained in different formats.
Figure 5.17 presents part of the triples in Turtle format.

Figura 5.13 – Página de Tim Berners-Lee na Wikipedia
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Figura 5.14 – Caixa de informações da página de Tim Berners-Lee na Wikipedia

Figura 5.15 – Página de Tim Berners-Lee na DBpedia
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Figura 5.16 – Página de Tim Berners-Lee na DBpedia (destaque)

@prefix owl:
<http://www.w3.org/2002/07/owl#> .
@prefix dbpedia:
<http://dbpedia.org/resource/> .
@prefix rdf:
<http://www.w3.org/1999/02/22-rdf-syntax-ns#> .
@prefix rdfs:
<http://www.w3.org/2000/01/rdf-schema#> .
@prefix dc:
<http://purl.org/dc/elements/1.1/> .
@prefix dbpprop:
<http://dbpedia.org/property/> .
dbpedia:Tim_Berners-Lee
rdf:type foaf:Person ;
foaf:name "Sir Tim Berners-Lee"@en ;
dbpprop:awards "*OM \n*KBE \n*OBE \n*RDI \n*FRS \n*FREng"@en ;
foaf:depiction
<http://commons.wikimedia.org/wiki/Special:FilePath/Tim_Berners-Lee_ 2012.jpg>;
dbpprop:birthName
"Timothy John Berners-Lee"@en ;
dbpprop:dateOfBirth "1955-06-08+02:00"^^xsd:date ;
dbpprop:placeOfBirth "London, England"@en ;
dbpprop:occupation
dbpedia:Computer_scientist ;
dbpedia-owl:employer
dbpedia:Massachusetts_Institute_of_Technology ,
dbpedia:World_Wide_Web_Consortium ,
dbpedia:University_of_Southampton ,
dbpedia:Plessey ;
dbpedia-owl:title
"Professor"@en ;
dbpprop:partner
"Rosemary Leith"@en ;
dbpedia-owl:parent
dbpedia:Mary_Lee_Woods ,
dbpedia:Conway_Berners-Lee ;
dc:description
"British computer scientist, best known as the inventor of
the World Wide Web" ;
...
dbpedia:Mary_Lee_Woods dbpprop:children dbpedia:Tim_Berners-Lee .
dbpedia:Conway_Berners-Lee dbpprop:children dbpedia:Tim_Berners-Lee .
dbpedia:World_Wide_Web_Consortium dbpprop:leaderName
dbpedia:Tim_Berners-Lee .
dbpedia:World_Wide_Web dbpprop:inventor dbpedia:Tim_Berners-Lee .
dbpedia:Libwww dbpprop:author dbpedia:Tim_Berners-Lee .
dbpedia:ENQUIRE dbpprop:inventor dbpedia:Tim_Berners-Lee .
dbpedia:WorldWideWeb dbpedia-owl:developer dbpedia:Tim_Berners-Lee .

Figura 5.17 – Página de Tim Berners-Lee na DBpedia (Turtle)

The data contained in DBpedia can also be obtained through a SPARQL
endpoint query [53], implemented with the Openlink Virtuoso application.
The data can be accessed through different forms, including Leipzig query
builder [54], Open Link interactive query builder (iSPARQL) [55], and
SNORQL query explorer [34].
Different applications [56] make use of information contained in DBpedia,
such as DBpedia Spotlight [57], which suggests links for DBpedia resources
from a free-style text. Taking the text in Figure 5.18 as an example, Spotlight
suggests the text in Figure 5.19 with various links to DBpedia, including a link
to a resource that describes the World Wide Web [58].
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Sir Timothy John Berners-Lee KBE, OM, FRS (TimBL ou TBL) (Londres,
8 de junho de 19551 ) é um físico britânico, cientista da computação
e professor do MIT. É o criador da World Wide Web (Rede Mundial de
Computadores - Internet), tendo feito a primeira proposta para sua
criação a 25 de março de 1989.2 Em 25 de dezembro de 1990, com a ajuda
de Robert Cailliau e um jovem estudante do CERN, implementou a primeira
comunicação bem-sucedida entre um cliente HTTP e o servidor através da
internet.

Figura 5.18 – Texto livre submetido ao DBpedia Spotlight

Sir Timothy John Berners-Lee KBE, OM, FRS (TimBL ou TBL) (Londres,
8 de junho de 19551 ) é um físico britânico, cientista da computação
e professor do MIT. É o criador da World Wide Web (Rede Mundial de
Computadores - Internet), tendo feito a primeira proposta para sua
criação a 25 de março de 1989.2 Em 25 de dezembro de 1990, com a ajuda
de Robert Cailliau e um jovem estudante do CERN, implementou a primeira
comunicação bem-sucedida entre um cliente HTTP e o servidor através da
internet.

Figura 5.19 – Texto enriquecido sugerido pelo DBpedia Spotlight

5.4.2 Linked Data from the National Library of Spain
The target audience of the datos.bne.es project [59] of the National Library
of Spain and the Ontology Engineering Group [60] of the Technical
University of Madrid are end users of the library as well as software developers
specializing in the Semantic Web. It is a pilot project that proposes an
approach to and exploration of bibliographic data that is different from
traditional catalogs, offering a new browsing experience for various resources
from the library, enriching its own data with external data.
The data can be accessed from the portal or from a SPARQL query interface
[61]. Complete data dumps can also be obtained. The data defined in the
application follows the data model of an ontology [62] developed by the
Ontology Engineering Group of the Technical University of Madrid.
Figures 5.20 and 5.21 show the project’s homepage and the search page for
authors, works or themes. Figures 5.22 and 5.23 present the page resulting
from the search for the author “Miguel de Cervantes” and the selection of
his work “Don Quijote de la Mancha.” Figure 5.24 presents a highlight from
Figure 5.23, which shows how the information is presented as a set of values of
properties from the resource “Don Quijote de la Mancha.”
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Figura 5.20 – Página inicial do site de dados abertos da Biblioteca da Espanha

Figura 5.21 – Página de busca do site de dados abertos da Biblioteca da Espanha
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Figura 5.22 – Página de resultado de busca pelo autor “Miguel de Cervantes”

Figura 5.23 – Página de visualização da obra “Don Quijote de la Mancha”
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Figura 5.24 – Página de visualização da obra “Don Quijote de la Mancha” (destaque)

5.4.3 BBC Things
BBC Things [63] uses Semantic Web technologies that permit access to things
that are important for the public of the BBC group, such as people, places,
organizations, sports competitions, and study topics. BBC has its own set of
ontologies [64] that define the types of things that can be queried on BBC
Things.
Figures 5.25 and 5.26 present the HTML page resulting from a query on the
topic “Madonna” and the code exported in Turtle. The HTML code returned
by the query has information from the triples associated with the resource
embedded in RDFa.

Figura 5.25 – Informações de Madonna no BBC Things (HTML)
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@prefix rdfs: <http://www.w3.org/2000/01/rdf-schema#> .
@prefix core: <http://www.bbc.co.uk/ontologies/coreconcepts/> .
@prefix mo: <http://purl.org/ontology/mo/> .
@base <http://www.bbc.co.uk/things/> .
:aead1a21-a0da-47a0-a1b3-ee8957960805#id>
a mo:MusicArtist ;
rdfs:label "Madonna"@en-gb ;
core:preferredLabel "Madonna"@en-gb ;
core:disambiguationHint "Music Artist"@en-gb ;
core:primaryTopicOf
<http://www.bbc.co.uk/music/artists/79239441-bfd5-4981-a70c-55c3f15c1287> ,
<http://www.madonna.com/> ,
<http://en.wikipedia.org/wiki/Madonna_(entertainer)> ,
<http://www.imdb.com/name/nm0000187/> ;
core:sameAs
<http://dbpedia.org/resource/Madonna_(entertainer)> ,
<http://www.wikidata.org/entity/Q1744> ,
<http://musicbrainz.org/artist/79239441-bfd5-4981-a70c-55c3f15c1287> ,
<http://rdf.freebase.com/ns/m.01vs_v8> .

Figura 5.26 – Informações de Madonna no BBC Things (Turtle)

5.4.4 Federal Budget of the Brazilian Government
The Brazilian annual budget law (Lei Orçamentária Annual, or LOA in
Portuguese acronyms) estimates revenues and sets the government’s expenses
for the coming year, and provides a forecast of the actions planned by the
government for the fiscal year, corresponding to the period from January 1 to
December 31. The annual budget seeks to implement the goals and targets
proposed in the Multi-Year Plan (Plano Plurianual, or PPA in Portuguese
acronyms), in accordance with the guidelines established by the Budget
Guidelines Law (Lei de Diretrizes Orçamentárias, or LDO in Portuguese
acronyms).
The Federal Government published the federal budget in RDF format (from
2000 to 2013) in order to provide greater transparency and access to data,
so that citizens and organizations interested in better understanding of the
federal budget could conduct research and analyses quickly and efficiently.
The strategy adopted in the Federal Government project “Federal Budget
in Open Format” was to create an ontology [65] based on the classification
of expenditures in the federal budget, covering the categories and concepts
specified in the Budget Technical Manual [66].
Information about the budget can be obtained from the data catalog [67],
which provides access to different datasets:
• Data dumps by year (2000 to 2013).
• Access to different URI patterns [68], for example, the list of expense
items from 2014: http://orcamento.dados.gov.br/doc/2014/ItemDespesa.
• Queries against the SPARQL endpoint [69] of the project, such as:
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SELECT ?nomeFuncao (sum (?DotacaoInicial)) as ?soma
WHERE
{ ?item rdf:type loa:ItemDespesa .
?item loa:temExercicio [loa:identificador 2014] .
?item loa:temFuncao [rdfs:label ?nomeFuncao] .
?item loa:valorDotacaoInicial ?DotacaoInicial. }
GROUP BY ?nomeFuncao

5.4.5 Bio2RDF
Biological researchers are often faced with the inevitable task of having to
integrate their experimental results with the results of other researchers. This
task usually involves a tedious manual search and the assimilation of various
individual life sciences data collections, hosted by various independent
providers. These providers include organizations such as the National Center
for Biotechnology Information (NCBI) and the European Bioinformatics
Institute (EBI), which provide dozens of datasets sent by users, as well
as smaller institutions, such as the Donaldson Group, which publishes
iRefIndex3, a molecular interaction database compiled from 13 different data
sources.
With thousands of biological databases and hundreds of thousands of datasets,
finding relevant data is hindered by non-standardized database interfaces and
a huge number of heterogeneous data formats. Furthermore, metadata about
these biological data providers (dataset information, data sources, version
control, licensing information, creation date, etc.) is often difficult to obtain.
As a whole, the inability to easily navigate available data represents a huge
barrier for its reuse.
Bio2RDF [70] is an open data project which uses Semantic Web technologies
to enable distributed queries against integrated life sciences data. Since
its inception, Bio2RDF has made use of RDF and RDFS to unify the
representation of data obtained from different fields (molecules, enzymes,
diseases, etc.) and biological data stored in heterogeneous formats (text files,
CSV files, specific database formats, XML, etc.). Once converted to RDF,
this biological data can be queried using SPARQL, which can be utilized for
performing federated queries against different SPARQL endpoints.
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Bio2RDF currently contains 35 datasets, including the DrugBank [71],
which is a bioinformatic and chemoinformatic resource bank that combines
detailed data on drugs (chemistry, pharmacology, pharmaceutics, etc.)
with information such as sequence, structure etc. Each of the datasets has
a SPARQL endpoint and uses vocabulary sets pertaining to that domain.
BioPortal [72] provides an enormous list of specific vocabularies for each of
the areas.
Figures 5.27 and 5.28 present the results of a query on “Glutahione” on the
DrugBank website [73] and against the associated SPARQL endpoint [74].

Figura 5.27 – Informações de “Glutahione” no site DrugBank

Figura 5.28 – Informações de “Glutahione”(SPARQL endpoint)
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In earlier sections we looked at Semantic Web technologies that are related to
how metadata can syntactically be added to information. An essential aspect
of achieving the goal of the intended meaning of the data publisher being the
same as the meaning understood by data consumers is the use of vocabularies
with well-defined semantics. One factor that greatly facilitates this is the
use of reference vocabularies, or more commonly used vocabularies. In this
document, the terms vocabulary and ontology are used interchangeably. There
is no clear separation between the two concepts in the literature, and, in many
cases, the term “vocabulary” is used for simpler ontologies.
Making an analogy with everyday communication, we can see that each
particular group of people uses specific vocabularies in their conversations and
message exchanges. People group together for different reasons: geographic
location, family, professional and social relationships, and in countless other
situations, with a wide range of characteristics. Two doctors talking about
a particular surgical procedure will use terms from a specific vocabulary.
Likewise, the description of the nutritional values of a package of snack
food uses its own vocabulary. Different vocabularies have been created for
conversations in social networks, including graphic vocabularies, such as
emoticons.
To make the Semantic Web scenario complete, a set of reference vocabularies
needs to be established, in order to facilitate the communication of metadata.
Readers need to be aware that for each specific publication, a search should
be made regarding existing vocabularies that can be used. There are some
catalogs that can help users find ontologies, such as LOV [75], BioPortal [72]
and JoinUp [76]. In cases where no vocabulary meets the expressiveness needs
of the metadata, a new ontology can be created, seeking to reuse as many
elements of already existing ontologies as possible, to avoid duplication of
references for the same concepts.
Every vocabulary is described by a document pointed to by a URI. For
example, FOAF vocabulary has a URI “http://xmlns.com/foaf/0.1/”. The
reference URI for the classes and properties of each vocabulary is built from
concatenating the URI of the vocabulary with the name of the respective class
or property. For example, the property “name” of FOAF has a URI “http://
xmlns.com/foaf/0.1/name”. In the following sections some of the most
popular and historic reference vocabularies will be presented.
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6.1 Dublin Core
The Dublin Core Metadata Initiative [77] (DCMI), whose first event was held
in 1995, is one of the first initiatives to explore the definition of a vocabulary
for describing metadata, based on the premises that the descriptions are
independent in relation to the syntax and have well-defined semantics. The
vocabulary serves to describe resources (documents), and started off with a
basic set of 15 properties, which were similar to library cataloging elements:
• title – name of the resource.
• creator – name of the creator of the resource.
• subject – topic of the resource.
• description – description of the resource, which may be a synopsis, a
summary, etc.
• publisher – entity responsible for making the resource available.
• contributor – name of the contributor to the resource.
• date – date associated with the resource.
• type – type of resource.
• format – file format, physical means of storage or size of the resource.
• identifier – a unique reference to the resource within a certain context.
• source – source that originated the resource, for example, the result of a
service.
• language – language of the resource.
• relation – relation between two resources.
• coverage – temporal or spatial coverage of the resource, such as a
jurisdiction.
• rights – rights associated with the resource.
One of the uses of this vocabulary is the documentation of web pages. Figure
6.1 presents an example of the use of the vocabulary utilizing the HTML
tag <meta>. The properties of Dublin Core are frequently reused in other
ontologies.

89

Semantic Web Guideline

<head>
<link rel="schema.DC" href="http://purl.org/dc/elements/1.1/">
<meta name="DC.title" content="Guia de Web Semântica">
<meta name="DC.creator" content="Carlos Laufer">
<meta name="DC.subject" content="Web Semântica">
<meta name="DC.subject" content="Dados Conectados">
<meta name="DC.description" content="Introdução ao Ecossistema e às
Tecnologias de Web Semântica e Dados Conectados">
<meta name="DC.publisher" content="W3C Brasil">
<meta name="DC.date" content="21/01/2015">
</head>

Figura 6.1 – Exemplo de Uso do Vocabulário Dublin Core

As the project evolved, the vocabulary was extended through the creation of
a larger set of properties and classes [78]. Among the properties added are:
“abstract,” “audience,” “conformsTo,” “hasVersion,” “replaces,” “requires,”
etc. Among the classes created are: “FileFormat,” “Jurisdiction,” “Location,”
“ProvenanceStatement,” and “MediaType.”

6.2 FOAF
The vocabulary Friend of a Friend [79] (FOAF) emerged at the beginning of
the year 2000 and is an appropriate vocabulary for defining metadata about
people and their interests, relationships and activities. The vocabulary [13] has
a core set of classes (first letter capitalized) and properties (first letter in lower
case):
• Agent – things that carry out something and can be people
organizations, robots, etc. “Person,” “Organization” and “Group” are
subclasses.
• Person - core entity of the vocabulary: represents people.
• name - string of characters with a name.
• title - form used to address people, such as “Mr.,” and “Mrs.”
• img - an image that represents a person.
• depiction (depicts) - something relates to an image.
• familyName - describes part of the name of a person (surname).
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• givenName - describes part of the name of a person (first name)
• knows - relates two people.
• based_near - spatial relationship between two things.
• age - the age of a person.
• made (maker) - something made by someone.
• primaryTopic (primaryTopicOf ) - main topic of a document.
• Project - a project.
• Organization - an organization.
• Group - a group.
• Member - a member of a group.
• Document - a document.
Image -an image.In addition to this central core, there is also an extension
of classes and properties related to social characteristics of the Web, such
as, “nick,” “mbox” (e-mail), “homepage,” “publications,” and “account.”
One of the ideas created with FOAF vocabulary was that each person could
define a file, called an FOAF file, with their personal information, such
as FOAF file of Tim Berners-Lee [80]. Figure 6.2 reproduces part of the
information contained in this file.
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@prefix dc11: <http://purl.org/dc/elements/1.1/> .
@prefix cc: <http://creativecommons.org/ns#> .
@prefix foaf: <http://xmlns.com/foaf/0.1/> .
<http://dig.csail.mit.edu/2008/webdav/timbl/foaf.rdf>
cc:license <http://creativecommons.org/licenses/by-nc/3.0/> ;
dc11:title "Tim Berners-Lee’s FOAF file" ;
a foaf:PersonalProfileDocument ;
foaf:maker <http://www.w3.org/People/Berners-Lee/card#i> ;
foaf:primaryTopic <http://www.w3.org/People/Berners-Lee/card#i> .
<http://www.w3.org/People/Berners-Lee/card#i>
foaf:img <http://www.w3.org/Press/Stock/Berners-Lee/2001-europaeum-eighth.jpg>;
foaf:knows
<http://bblfish.net/people/henry/card#me> ,
<http://danbri.org/foaf#danbri> ,
<http://dbpedia.org/resource/John_Gage> ,
<http://dbpedia.org/resource/John_Klensin> ,
<http://dbpedia.org/resource/John_Markoff> ,
<http://dbpedia.org/resource/John_Seely_Brown> ,
<http://dbpedia.org/resource/Tim_Bray> ,
<http://dig.csail.mit.edu/2007/wiki/people/JoeLambda#JL> ,
<http://dig.csail.mit.edu/2007/wiki/people/RobertHoffmann#RMH> ,
<http://norman.walsh.name/knows/who#norman-walsh> ,
<http://www.cs.umd.edu/~hendler/2003/foaf.rdf#jhendler> ,
<http://www.mindswap.org/2004/owl/mindswappers#Jennifer.Golbeck> ,
<http://www.w3.org/People/Jacobs/contact.rdf#IanJacobs> .

Figura 6.2 – Informações do arquivo FOAF de Tim Berners-Lee (Turtle)

6.3 SKOS
Simple Knowledge Organization System (SKOS) [81], which is recommended
by W3C, provides a way to represent classification schemes, such as controlled
vocabularies, taxonomies and thesauruses. Many of these systems share a
similar structure and are used in similar applications. SKOS captured many
of these similarities and made them explicit, in order to permit data sharing
among these different applications. In SKOS, concepts can be identified
through URIs, with labels in one or more languages, and documented with
different types of notes. Different concepts can be semantically interrelated,
in informally associated hierarchies and networks, and also grouped in
conceptual schemes. Following are some of the main elements of SKOS [82].
• Concept
This is the fundamental element of SKOS. It is a class that defines a
certain resource as a concept.

@prefix ex: <http://example.com> .
ex:animals rdf:type skos:Concept.
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• prefLabel, altLabel
These are labels that make reference to concepts in natural language:
“prefLabel” is the preferred label to be displayed and “altLabel” is an
alternative label, used, for example, for synonyms.

ex:animals rdf:type skos:Concept ;
skos:prefLabel "animals" ;
skos:altLabel "creatures" .

• broader, narrower
The meaning of a concept is not only defined by words in the natural
language of its labels, but also by its links with other concepts from
the vocabulary: “broader” indicates that one concept is broader than
another (one concept encompasses the other concept); “narrower” is the
opposite of “broader”.

ex:animals rdf:type skos:Concept ;
skos:prefLabel "animals" ;
skos:narrower ex:mammals .
ex:mammals rdf:type skos:Concept ;
skos:prefLabel "mammals" ;
skos:broader ex:animals .

• related
Indicates an associative relationship between two concepts.

ex:ornithology rdf:type skos:Concept ;
skos:prefLabel "ornithology" .
ex:birds rdf:type skos:Concept ;
skos:prefLabel "birds" ;
skos:related ex:ornithology .
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• note
Indicates a note in relation to the concept: “note“ indicates a generic
note, but different types of notes can be qualified using “scopeNote,“
“historyNote,” “editorialNote“ and ˜changeNote,˜ related to scope,
history, editorial issues and changes made, respectively.

ex:microwaveFrequencies
skos:scopeNote "Used for frequencies between 1GHz to 300Ghz"@en .
ex:tomato
skos:changeNote "Moved from 'fruits' to 'vegetables'" .

• definition
Provides a definition of the concept.

ex:documentation rdf:type skos:Concept ;
skos:definition "the process of storing and retrieving information
in all fields of knowledge" .

• ConceptScheme
Concepts can be created and used as independent entities. However,
concepts generally come in carefully organized vocabularies, such as
thesauruses or classification schemes. These schemes can be represented
in SKOS through the “ConceptScheme” class.

ex:animalThesaurus rdf:type skos:ConceptScheme ;
dct:title "Simple animal thesaurus" ;
dct:creator ex:antoineIsaac .
ex:mammals rdf:type skos:Concept ;
skos:inScheme ex:animalThesaurus .
ex:cows rdf:type skos:Concept;
skos:broader ex:mammals ;
skos:inScheme ex:animalThesaurus .
ex:fish rdf:type skos:Concept ;
skos:inScheme ex:animalThesaurus .
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SKOS also provides ways to do mappings between different conceptual
schemes, based on the relation between the different concepts in these
schemes. This mapping qualifies the degree of proximity of these relations.

6.4 Schema.org
Schema.org provides a collection of vocabularies that can be used to embed
metadata in web pages, and are understood by the main search engines:
Google, Microsoft, Yandex and Yahoo!. The metadata can be embedded using
microdata, RDFa or JSON-LD.
There are currently over 100 vocabularies defined in Schema.org, according to
a hierarchical structure. Each of the vocabularies defines a type. “Thing” is the
root type and is relative to any generic item. An item from the type “Thing”
accepts properties such as “name,” “description,” “image” and “URL”. On the
second level of the hierarchy, there are ten specialized types, each with its own
vocabulary:
• Action
• BroadcastService
• CreativeWork
• Event
• Intangible
• MedicalEntity
• Organization
• Person
• Place
• Product
Each of these types has its own specializations, such as:
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• Organization
• Airline
• Corporation
• EducationalOrganization
• GovernmentOrganization
• LocalBusiness
• NGO
• PerformingGroup
• SportsOrganization
The Schema.org website [83] presents each of the vocabularies in detail, along
with examples and encodings in microdata, RDFa and JSON-LD. Figures 6.3
and 6.4 present an example using the vocabularies for people and addresses.

Jane Doe
<img src="janedoe.jpg" alt="Photo of Jane Joe"/>
Professor
20341 Whitworth Institute
405 Whitworth
Seattle WA 98052
(425) 123-4567
<a href="mailto:jane-doe@xyz.edu">jane-doe@illinois.edu</a>
Jane’s home page:
<a href="http://www.janedoe.com">janedoe.com</a>
Graduate students:
<a href="http://www.xyz.edu/students/alicejones.html">Alice Jones</a>
<a href="http://www.xyz.edu/students/bobsmith.html">Bob Smith</a>

Figura 6.3 – Exemplo de utilização de vocabulários do Schema.org (sem metadados)
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<div itemscope itemtype="http://schema.org/Person">
<span itemprop="name">Jane Doe</span>
<img src="janedoe.jpg" itemprop="image" alt="Photo of Jane Joe"/>
<span itemprop="jobTitle">Professor</span>
<div itemprop="address" itemscope
itemtype="http://schema.org/PostalAddress">
<span itemprop="streetAddress">
20341 Whitworth Institute
405 Whitworth
</span>
<span itemprop="addressLocality">Seattle</span>,
<span itemprop="addressRegion">WA</span>
<span itemprop="postalCode">98052</span>
</div>
<span itemprop="telephone">(425) 123-4567</span>
<a href="mailto:jane-doe@xyz.edu"
itemprop="email">jane-doe@xyz.edu</a>
Jane’s home page:
<a href="http://www.janedoe.com"
itemprop="url">janedoe.com</a>Graduate students:
<a href="http://www.xyz.edu/students/alicejones.html"
itemprop="colleague">Alice Jones</a>
<a href="http://www.xyz.edu/students/bobsmith.html"
itemprop="colleague">Bob Smith</a>
</div>

Figura 6.4 – Exemplo de utilização de vocabulários do Schema.org (microdados)

6.5 PROV
When data is published, there are metadata sets involving indirect aspects in
relation to the data itself, such as the data license and rights. It is not metadata
that seeks to describe the structure or semantics of the information, strictly
speaking. An important type of information about published data refers to the
provenance of the data: Who generated it, how it was generated, and what the
sources were.
Provenance is information about entities, activities and people involved in
producing a certain thing, which can be used to form assessments about things
like its quality, reliability or trustworthiness. The PROV document ontology
[84] defines a model, corresponding serializations and other definitions to
enable the exchange of information coming from the Web.
The provenance model defined by PROV takes into account three basic
elements: entities, activities and agents. These three elements are connected
through a set of relationships. For example, “an entity (a web page, file, etc.)
was generated by an activity associated with a particular agent.” Figure 6.5
presents a diagram with the basic relationship between the three elements. The
diagram uses a graph form defined by PROV to represent the ontology.
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wasDerivedFrom

Entity

wasAttributedTo

Agent

used
wasAssociatedWith

wasGeneratedBy

Activity

Figura 6.5 – Entidade, Atividade e Agente (PROV)

As a way of illustrating the basic principles of the ontology, let us assume the
following generation of data [85]:
Derek, que trabalha na empresa "Chart Generators Inc", fez uma composição
de informações provenientes de um conjunto de dados e de uma lista de
regiões geográficas, e a partir do resultado dessa composição gerou uma
ilustração na forma de um gráfico.

This description may be represented by the diagram in Figure 6.6 and the
representation in Turtle in Figure 6.7.

exg:dataSet1

us
ed

ed
us

exc:compose1

exc:regionList1

wasGeneratedBy

wasAssociatedWith

exc:composition1

used

exc:illustrate1

wasAssociatedWith

wasAttributedTo
foaf:givenName=
"Derek"
foaf:mbox=
"derek@example.org"

exc:derek
actedOnBehalfOf

foaf:name=
"Chart Generators Inc"

exc:chartgen

Figura 6.6 – Exemplo de PROV (diagrama)
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@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> .
@prefix prov: <http://www.w3.org/ns/prov#> .
@prefix foaf: <http://xmlns.com/foaf/0.1/> .
@prefix exc: <http://examplec.com/> .
@prefix exg: <http://exampleg.com/> .
exg:dataset1
a prov:Entity .
exc:regionList
a prov:Entity .
exc:composition1 a prov:Entity .
exc:chart1
a prov:Entity .
exc:compose1
a prov:Activity .
exc:illustrate1 a prov:Activity .
exc:compose1
prov:used
exg:dataset1 ;
prov:used
exc:regionList1 .
exc:composition1
prov:wasGeneratedBy
exc:compose1 .
exc:illustrate1
prov:used
exc:composition1 .
exc:chart1
prov:wasGeneratedBy
exc:illustrate1 .
exc:compose1
prov:wasAssociatedWith exc:derek .
exc:illustrate1
prov:wasAssociatedWith exc:derek .
exc:chart1
prov:wasAttributedTo
exc:derek .
exc:derek
a prov:Agent ,
prov:Person ;
foaf:givenName "Derek"^^xsd:string ;
foaf:mbox
<mailto:derek@example.org> .
exc:chartgen
a prov:Agent ,
a prov:Organization ;
foaf:name "Chart Generators Inc" .
exc:derek
prov:actedOnBehalfOf
exc:chartgen .

Figura 6.7 – Exemplo de PROV (Turtle)

6.6 DCAT
Search engines were the first applications that arose from the Web. It is natural
that in an environment where a lot of information is published there would be
a way to catalog it and enable searches to be performed. Increased promotion
of the idea of openness and publishing of data requires having a way to catalog
datasets and distribute them.
DCAT [86], a recommendation from W3C, permits the creation of catalogs
with descriptions of datasets. Using a standard form for description of catalogs
enhances discovery capability and enables applications to find metadata
distributed in different catalogs. It also allows for decentralized publishing of
catalogs and facilitates federated searches of datasets published on different
websites.
DCAT has three main classes:
• dcat:Catalog – represents the catalog.
• dcat:Dataset – represents a dataset in the catalog.
• dcat:Distribution – represents a way to access datasets, such as a web
page, downloadable file, web service, web API, SPARQL endpoint, etc.
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Figure 6.8 Diagram of the DCAT classes

dctype:Dataset

foaf:Agent

dct:publisher

skos:Concept

dcat:theme

dct:publisher skos:inScheme
skos:ConceptScheme
dcat:themeTaxonomy
dcat:Catalog
dct:title
dct:description
dct:issued
dct:modified
dct:language
dct:license
dct:rights
dct:spatial
foaf:homepage

dcat:dataset

dcat:Dataset
dct:title
dct:description
dct:issued
dct:modified
dct:identifier
dcat:keyword
dct:language
dcat:contactPoint
dct:temporal
dct:spatial
dct:accrualPeriodicity
dcat:landingPage

dcat:Distribution

dcat:distribuiton

dct:title
dct:description
dct:issued
dct:modified
dct:license
dct:rights
dcat:accessURL
dcat:downloadURL
dcat:mediaType
dct:format
dcat:byteSize

foaf:primaryTopic

dcat:Catalog Record

dcat:record

dct:title
dct:description
dct:issued
dct:modified

Figura 6.8 – Diagrama de classes de DCAT

Figure 6.9 presents a catalog example with two datasets represented in DCAT.
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@base <http://example.org/> .
@prefix dct: <http://purl.org/dc/terms/> .
@prefix foaf: <http://xmlns.com/foaf/0.1/> .
@prefix rdfs: <http://www.w3.org/2000/01/rdf-schema#> .
@prefix xsd: <http://www.w3.org/2001/XMLSchema#> .
@prefix skos: <http://www.w3.org/2004/02/skos/core#> .
@prefix dcat: <http://www.w3.org/ns/dcat#> .
:catalog
a
dcat:Catalog ;
dct:title
"Imaginary Catalog" ;
rdfs:label
"Imaginary Catalog" ;
foaf:homepage
<http://example.org/catalog> ;
dct:publisher
:transparency-office ;
dct:language
<http://id.loc.gov/vocabulary/iso639-1/en> ;
dcat:dataset
:dataset-001 , :dataset-002 .
:transparency-office a foaf:Organization ;
rdfs:label
"Transparency Office" .
:dataset-001
a
dcat:Dataset ;
dct:title
"Imaginary dataset" ;
dcat:keyword
"accountability" , “transparency" , "payments" ;
dct:issued
"2011-12-05"^^xsd:date ;
dct:modified
"2011-12-05"^^xsd:date ;
dcat:contactPoint <http://example.org/transparency-office/contact> ;
dct:temporal
<http://reference.data.gov.uk/id/quarter/2006-Q1> ;
dct:spatial
<http://www.geonames.org/6695072> ;
dct:publisher
:finance-ministry ;
dct:language
<http://id.loc.gov/vocabulary/iso639-1/en> ;
dct:accrualPeriodicity <http://purl.org/linked-data/sdmx/2009/code#freq-W> ;
dcat:distribution :dataset-001-csv .
:dataset-001-csv a dcat:Distribution ;
dcat:downloadURL <http://www.example.org/files/001.csv> ;
dct:title
"CSV distribution of imaginary dataset 001" ;
dcat:mediaType
"text/csv" ;
dcat:byteSize
"5120"^^xsd:decimal .
:dataset-002 a dcat:Dataset ;
dcat:landingPage <http://example.org/dataset-002.html> ;
dcat:distribution :dataset-002-csv , :dataset-002-xml .
:dataset-002-csv a dcat:Distribution ;
dcat:downloadURL <http://example.org/files/dataset-002.csv> ;
dcat:mediaType
"text/csv" .
:dataset-002-xml a dcat:Distribution ;
dcat: downloadURL <http://example.org/files/dataset-002.xml> ;
dcat:mediaType
"text/xml" .
:catalog dcat:themeTaxonomy :themes .
:themes
a
skos:ConceptScheme ;
skos:prefLabel
"A set of domains to classify documents" .
:dataset-001 dcat:theme :accountability .
:accountability a skos:Concept ;
skos:inScheme
:themes ;
skos:prefLabel "Accountability" .

Figura 6.9 – Exemplo de Catálogo

The Open Data Institute website [87] presents an example [88] of how
to create a catalog in a simple way, by creating a web page with links for
downloading files. In this case, the metadata with information from the
catalog is embedded in the HTML code, using RDFa.
The project show me the money [89] provides information about the lending
market in the United Kingdom. Figures 6.10 and 6.11 present the page of
the project where it is possible to download the data [90], and an excerpt of
the HTML code of this page, with information from the catalog in DCAT
embedded in RDFa.
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Figura 6.10 – Projeto “show me the money” (página de download de arquivos)

<!DOCTYPE html>
<html prefix="dct: http://purl.org/dc/terms/
rdf: http://www.w3.org/1999/02/22-rdf-syntax-ns#
dcat: http://www.w3.org/ns/dcat#
odrs: http://schema.theodi.org/odrs#">
...
<div resource='http://p2p.labs.theodi.org/download'
typeof='dcat:Catalog'>
<p>Want to get at the data for this project? As well as the full data,
we've also got data files for specific regions:</p>
<span content='http://id.loc.gov/vocabulary/iso639-1/en'
property='dct:language'></span>
<div property='dcat:dataset'
resource='http://p2p.labs.theodi.org/download/#full'
typeof='dcat:Dataset'>
<h3 property='dct:title'>Full data</h3>
<div property='dcat:distribution' typeof='dcat:Distribution'><ul>
<li><strong>Format</strong><span
content='text/csv'
property='dcat:mediaType'>CSV</span></li>
<li><strong>Size</strong><span
content='240585277' datatype='xsd:decimal'
property='dcat:byteSize'>229MB</span></li>
<li><strong>Coverage</strong><span
content='http://dbpedia.org/resource/United_Kingdom'
property='dct:spatial'>UK</span</li></ul>
<p><a class='btn btn-primary'
href='http://4feb814f800c802311508876dec7442c825b72049e4e2a169344.r56.cf3.rackcdn.com/complete.no.postcodes.
csv.zip'
property='dcat:accessURL'>Download the full dataset</a></p>
</div>
</div>
...

Figura 6.11 – Exemplo de Catálogo embutido em página Web (RDFa)
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This guide has presented concepts that define the World Wide Web, its
evolution, semantic concepts, metadata, the Web of Data ecosystem, Web
Semantic technologies, foundations underlying the concept of Linked Data
and some of the most used reference vocabularies. Appendix A provides with
some examples of software currently used in development environments to
generate applications that manipulate Linked Data.
There was a time when the Web was a hot topic in some research fields,
but had not yet been popularized and become an everyday technology. The
Semantic Web is at an intermediate stage where some niches already capitalize
on its potential, such as search engines and metadata embedded in pages of
websites interested in being better understood by robots. The era of developing
applications that will take advantage of this new model is only just beginning
and will be key to the popularization of the Semantic Web. We are still in an
increasingly intense stage of massive data publishing, but with a small number
of applications. However, the importance of applications, or apps, as they are
called, is quite obvious today in the world of mobile devices. When they want
to catch a cab in a big city, many people naturally resort to published data
harnessed by an application.
The guide ends with an extract from the book A Programmable Web: An
Unfinished Work”[91], by Aaron Swartz, one of the great web researchers and
a defender of the idea of open data, who had some criticisms in relation to the
Semantic Web vision, but also noted its chances for success:
“It’s easy to make fun of these kinds of visions. My father, upon seeing
such demos, always used to ask, “But why does your toaster need to know
about stock prices?” And perhaps, ultimately, they’re not worth all the
effort. But the Semantic Web is based on bet, a bet that giving the world
tools to easily collaborate and communicate will lead to possibilities so
wonderful we can scarcely even imagine them right now. Sure, it sounds
a little bit crazy. But it paid off the last time they made that gamble: We
ended up with a little thing called the World Wide Web. Let’s see if they
can do it again.”
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Appendix
Application Development Environments
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This appendix presents a summary of some application development
environments for distribution of RDF data. More detailed information about
each of the products can be obtained through the links supplied in each
summary.

A.1 D2RQ
Nowadays, large amounts of data are stored in relational databases. They serve
as feeders for many websites that display the data from these databases through
web pages. The D2RQ platform [92] enables relational databases to be
accessed as virtual RDF graphs, in reading mode, without the need to replicate
this database for a native RDF storage system.
The method uses a language [93] to map the data contained in the tables
of the relational database for a set of RDF triples. In Section 4.1, which
introduced the concepts of RDF, the cells of a table were identified as triples.
The tables themselves were a set of triples of resources of a certain type. The
language of the D2RQ platform applies this idea in a sophisticated manner,
enabling the set of triples to be precisely defined.
To illustrate this mapping, let us take a very simple example with three tables
(figures A.1 and A.3) from a database about a conference:
• Paper – information about published articles.
• Person – information about the people.
• Rel_Person_Paper – Relations of the authors of an article.

PaperId

Title

1

Trusting Information Sources One Citizen at a Time

...

...

Figura A.1 – Tabela “Paper”
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PerId

Name

1

Yolanda Gil

2

Varun Ratnakar

...

...

...

Figura A.2 – Tabela “Person”

PersonId

PaperId

1

1

2

1

...

...

Figura A.3 – Tabela “Rel_Person_Paper”

Figure A.4 presents an excerpt of the mapping of the relational tables for the
RDF triples:
• map:Database1
Defines the connection with the database.
• map:PaperClassMap
Defines an RDF class, defining what URI pattern should be used to
access a resource of this type. In the case of the example, the triples of
a resource associated with a person who has the identifier “1” in the
table “Person” will be accessed by the URI “http://www.conference.org/
conf2004/paper#Paper1”.
• map:paperTitle
Defines a property of a class, associating a column of a table with a
particular property of a certain vocabulary. In the case of the example,
the column “Title” of the table “Paper” is related to the property “title”
of the Dublin Core vocabulary.
• map:authorName
Also defines a property of a class, but in this case the column is
identified through combining tables. In the case of the example, to
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know the names of the authors of an article, the relation table “Rel_
Person_Paper” must be used to identify the value of the property. For
example, article “1” has two authors, which would result in the creation
of two triples with the property “dc:creator” from the Dublin Core
vocabulary:

@prefix d2rq: <http://www.wiwiss.fu-berlin.de/suhl/bizer/D2RQ/0.1#> .
@prefix map: <file:///Users/d2r/example.ttl#> .
@prefix rdfs: <http://www.w3.org/2000/01/rdf-schema#> .
@prefix xsd: <http://www.w3.org/2001/XMLSchema#> .
map:Database1 a d2rq:Database;
d2rq:jdbcDSN "jdbc:mysql://localhost/iswc" ;
d2rq:jdbcDriver "com.mysql.jdbc.Driver" ;
d2rq:username "user ;
d2rq:password "password" .
map:PaperClassMap a d2rq:ClassMap;
d2rq:uriPattern
"http://www.conference.org/conf2004/paper#Paper@@Paper.PaperID@@" ;
d2rq:class :Paper ;
d2rq:dataStorage map:Database1 .
map:paperTitle a d2rq:PropertyBridge ;
d2rq:belongsToClassMap map:Paper ;
d2rq:column "Paper.Title" ;
d2rq:property dc:title .
map:authorName a d2rq:PropertyBridge ;
d2rq:belongsToClassMap map:Paper ;
d2rq:join "Paper.PaperID <= Rel_Person_Paper.PaperID" ;
d2rq:join "Rel_Person_Paper.PersonID => Person.PerID" ;
d2rq:datatype xsd:string ;
d2rq:property dc:creator .

Figura A.4 – Exemplo de mapeamento da linguagem do D2RQ

@prefix dc: <http://purl.org/dc/elements/1.1/> .
http://www.conference.org/conf2004/paper#Paper1
dc:title "Trusting Information Sources One Citizen at a Time" ;
dc:creator "Yolanda Gil" ;
dc:creator "Varun Ratnakar" .

Figura A.5 – Triplas geradas para um artigo

In addition to access to resources through URI patterns defined in the
relational database mapping, the D2RQ platform also provides a SPARQL
endpoint where queries can be made against the RDF graph.

A.2 Virtuoso
OpenLink Virtuoso [94] is a universal server, a combination of a web
application server and an object-relational database management system
(ORDBMS). Its architecture enables persistence of data in relational formats,
RDF, XML, text, documents, Linked Data, etc. It also functions as a web
application server, as well as a host for web services.
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Through an ODBC or JDBC layer, Virtuoso connects to most of the most
popular commercial relational database platforms, including Oracle, SQL
Server, Progress, DB2, Sybase, CA-Ingres and Informix. One of the main
features of Virtuoso is the Sponger, which enables transforming non-RDF
data into RDF data at runtime, similar to the virtual RDF graph generated
by D2RQ. Its goal is to use non-RDF data sources from the Web as input
(HTML pages, pages with embedded microformats, data from web services,
web APIs, etc.), and create an RDF graph as output. This allows non-RDF
data sources to be displayed as Linked Data on the Web. For each type of nonRDF data, it is possible to install a cartridge that extracts and transforms the
data into RDF. The product comes with many built-in cartridges, but the user
can build a cartridge for a specific data format.
Similar to D2RQ, Virtuoso has a language for mapping of relational data to
RDF [95]. The language is an extension of SPARQL query language [96] and
permits declarative mapping of tables, columns, lines, attributes, relations and
instances defined by RDF schema or OWL ontologies. Virtuoso also accepts
mapping of relational data to RDF [97] using R2RML [98], a language
recommended by W3C to express personalized mappings of relational
databases for RDF datasets. Furthermore, Virtuoso is a Linked Data server
that provides a SPARQL endpoint and enables the configuration of URI
schema for access to resources, through mapping URIs for SPARQL queries
against RDF graphs.

A.3 Sesame
Sesame [99] is a Java framework (open source) for storing, inferencing or
querying RDF data. It is extensible and configurable in relation to storage
mechanisms, inference machines, RDF file formats, query language and query
result formats. Sesame is accessed via an API that can be connected to all the
main RDF storage solutions, and an HTTP RESTful interface that supports
the SPARQL protocol. Sesame can also be used with the development
environment Eclipse [100] to develop web applications with support libraries
for manipulating RDF data.
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Sesame has two main communication interfaces:
• Sail API (storage and inference layer)
This is a low-level system interface API for RDF tripe stores and inference
machines. It provides a way to abstract storage details and enables the use
of different types of storage and inference. Thus, different open source
and commercial triple banks that implement Sail API can be coupled to
Sesame.
• API Repository
This is a high-level API used in application codes. It provides multiple
methods for file uploads, queries and data extraction and manipulation.
The repositories can be local or remote. Local repositories are located in
the Java virtual machine itself. Remote repositories are used according
to the client-server model, where the application communicates
with a Sesame server. The same interface is used in either mode, so
that applications can be developed transparently for the two types of
repositories.
Figure A.6 presents part of a Java code where triples are included in a
repository. URIs are created for two resources, with two triples generated for
each.

import org.openrdf.model.vocabulary.RDF;
import org.openrdf.model.vocabulary.RDFS;
import org.openrdf.model.vocabulary.FOAF;
...
Repository rep = new SailRepository(new MemoryStore());
rep.initialize();
ValueFactory f = rep.getValueFactory();
URI alice = f.createURI("http://example.org/people/alice");
URI bob = f.createURI("http://example.org/people/bob");
Literal bobsName = f.createLiteral("Bob");
Literal alicesName = f.createLiteral("Alice");
try {
RepositoryConnection con = rep.getConnection();
try {
con.add(alice, RDF.TYPE, FOAF.PERSON);
con.add(alice, FOAF.NAME, alicesName);
con.add(bob, RDF.TYPE, FOAF.PERSON);
con.add(bob, FOAF.NAME, bobsName);

}

}
finally {
con.close();
}

Figura A.6 – Triplas geradas em um ambiente Sesame-Eclipse
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A.4 Jena-Fuseki
Jena [101] is a Java framework (open source) for developing Semantic Web
and Linked Data applications. It provides an API to extract and insert RDF
graph data, represented as models that can be fed with data through files,
databases, URLs, etc. These models can also be queried via SPARQL. Jena
supports specific OWL ontologies with multiple internal reasoners, in addition
to being able to use the Pellet reasoner [102].
Figures A.7 and A.8 present excerpts of code for inserting a triple into a model
and loading data into a model from the reading of a file containing RDF data
defined, for example, in XML.

static String personURI = "http://somewhere/JohnSmith";
static String fullName = "John Smith";
Model model = ModelFactory.createDefaultModel();
Resource johnSmith = model.createResource(personURI);
johnSmith.addProperty(VCARD.FN, fullName);

Figura A.7 – Tripla inserida em um modelo (Jena)

Model model = ModelFactory.createDefaultModel();
InputStream in = FileManager.get().open( inputFileName );
if (in == null) {
throw new IllegalArgumentException(
"File: " + inputFileName + " not found");
}
model.read(in, null);

Figura A.8 – Leitura de dados de arquivo (Jena)

Jena has a component called TDB (triple store) that is used for the persistence
of RDF graphs, via a specific API. Access via SPARQL is provided by Fuseki,
which is a server that supports the SPARQL protocol over HTTP.

A.5 PublishMyData
PublisMyData [103] is a hosting service for Linked Data provided by the
company Swirrl [104], located in the United Kingdom. It offers a set of
features and configurable methods for displaying data, intended to be a more
appealing way to consume Linked Data. It also provides access interfaces for
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developers to facilitate the creation of applications about the data.
The advantage of a service like this, as is generally the case with third-party
services, is that there is no actual installation with all the costs involving
infrastructure and, especially, specialized personnel to configure and maintain
the systems.
The service is used, for example, by the city of Hampshire in the United
Kingdom. Figure A.9 presents the first page of the dataset catalog of the
Hampshire Hub [105].

Figura A.9 – New Hampshire Hub (catálogo)

Figure A.10 provides a view of the “COS emissions reduction” dataset in the
form of a spreadsheet. Information is also presented about the dataset (Figure
A.11), such as the data publisher and license.
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Figura A.10 – Dados do conjunto “COS emissions reduction”

Figura A.11 – Metadados do conjunto “COS emissions reduction”

A.6 Epimorphics Linked Data Publishing Platform
The Epimorphics Linked Data Publishing Platform [106] includes a triple
store and SPARQL endpoint, plus access to RDF resources through the
Linked Data API. The platform provides a fully hosted and managed service
(based on Amazon Web Services, for example) for publishing linked data;
alternatively, it can be installed in a client’s own infrastructure. Each instance
of the platform is run on a cluster of dedicated machines for each client.
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The platform provides:
• An interface along the lines of Linked Data API, providing access to
data in different formats, whether for use by developers or by the general
public, in the form of web pages.
• A triple store for storing RDF data.
• A SPARQL endpoint.
• An upload manager, to enable clients to load their own data.
The platform is used by various government websites in the United Kingdom,
including environment.data.gov.uk, landregistry.data.gov.uk and others.
The following figures are taken from the environmental data website of the
government of the United Kingdom . Figure A.12 presents the homepage
of the website. Figure A.13 presents a dataset on water quality in different
regions of the UK. This page lists different information such as applications
developed using the dataset (Figure A.14) and information about the API for
direct access to the data (Figure A.15). The API provides information on the
URI patterns for access to the resources. Figure A.16 presents the triples of a
resource recovered by the URI http://environment.data.gov.uk/doc/bathingwater/ukl1702-36800 where ukl1702-36800 is the identifier of the district
“Neath Port Talbot” located in the region of “Wales.” By selecting the link
Neath Port Talbot information stored in the mapping database of the United
Kingdom, “Ordnance Survey” [107], is recovered about the district (Figure
A.17).
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Figura A.12 – Página inicial do site de dados ambientais do Reino Unido

Figura A.13 – Informações sobre o conjunto de dados (qualidade da água)
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Figura A.14 – Aplicação com informações sobre a qualidade da água no Reino Unido

Figura A.15 – Informações sobre a API de acesso aos dados (qualidade da água)

Figura A.16 – Informações sobre a qualidade da água em “Neath Port Talbot” (LD API)
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Figura A.17 – Informações sobre “Neath Port Talbot” no site “Ordnance Survey”

A.7 Triple Stores
Triple stores are management systems for modeled data using RDF. Unlike
relational database management systems, which store data in relations (or
tables) and are queried using SQL, triple stores store RDF triples and are
queried using SPARQL. In addition, a basic characteristic of many triple
stores is the ability to make inferences. There are two main types of triple
stores: those that store triples directly in the store and those that store them
in relational databases and provide an RDF management layer. Certain
frameworks, such as Sesame, have an interface (Sail API) that lets an
installation configure different triple stores. Following is a list of some of the
main triple stores at the moment:
• Virtuoso
It has a native triple store and is currently one of the most used Linked
Data platforms; for example, it is used by DBpedia. It has two versions:
a commercial one and an open source one that has a limited number of
features and lower performance. It provides a limited set of inferences.
• Sesame
Java framework with a native triple store, which enables configuring
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other triple stores that use Sail API. It does not provide, in native form,
a sophisticated level of inferences.
• Jena TDB [108]
Java framework with a native triple store, with different internal
reasoners, besides being able to configure external reasoners, such as
Pellet.
• GraphDB [109]
Previously called OWLIN, it is currently one of the most used triple
stores, which enables inferences in OWL ontologies and comes in three
versions, one of which is free. GraphDB provides support to Sail API of
Sesame.
• 4store [110]
It is free software whose main strengths are performance, scalability
and stability. It has a GNU General Public License. It does not provide
inferences. 4store offers support to Sail API of Sesame.
• Bigdata [111]
Graph database, written in Java, with high performance and scalability.
The platform offers support to the RDF and SPARQL data model,
including queries, updates and basic federated queries. It provides a
limited set of inferences. It has two types of licenses: commercial and
GNU GPLv2. Bigdata gives support to Sail API of Sesame.

A.8 Libraries
This section lists some libraries that manipulate RDF data and SPARQL
queries, for use in different programming language development
environments:
• RDFLib [112]
Python library with different parsers and serialization formats,
including Turtle, RDF/XML, RDFa, Microdata and JSON-LD.
Persistent in-memory storage using Oracle Berkeley DB. Supports
SPARQL queries and updates.
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• Redland [113]
C library with APIs for manipulating RDF graphs, triples, URIs
and literals. Persistent in-memory storage using Oracle Berkeley
DB, MySQL 3-5, PostgreSQL, Virtuoso and SQLite, among others.
Supports multiple syntaxes for reading and writing RDF as RDF/XML,
N-Triples and Turtle, etc., through the Raptor RDF library [114].
Querying with SPARQL and RDQL using the Rasqal RDF query
library [115].
• dotNetRDF [116]
Library for .Net with an API for RDF and SPARQL. Support for
various backing stores, as well as an API that allows third party stores to
be plugged in, such as Virtuoso, 4store, Jena-Fuseki, etc.
• EasyRDF [117]
PHP library with different parsers and serialization formats, including
Turtle, RDF/JSON and N-Triples. It comes with a number of examples
and provides support for viewing graphs using GraphViz [118]. Allows
SPARQL queries.
• Perl RDF [119]
Perl library with an API for RDF storage, parsing and serializations. It
produces a set of classes to represent basic RDF objects.
• rdfQuery [120]
JavaScript library that can be used to parse RDFa embedded within a
page, query over the facts it contains, and reason to produce more facts.
Depends on the jQuery library.
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